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Multimodal recommenders combine collaborative behavior with visual and textual item evidence, but the

relative usefulness of these sources can vary across individual user–item interactions. Independently trained

source-specific diagnostic probes partition held-out interactions into behavior-, appearance-, semantics-, and

mixed-evidence regimes across five benchmarks, within which capacity-matched fixed fusion rules exhibit

systematic regime-dependent performance crossovers. This diagnostic observation motivatesMAGNET, a
multimodal graph recommender built around two core mechanisms supported by complementary evidence

preparation. First, a calibrated expert bank organizes trainable experts by anchor source (behavior, appearance,

or semantics) and fusion family (dominant, balanced, or complementary), while an interaction-conditioned

router selects a sparse composition using all three evidence sources. Second, an entropy-triggered, coverage-

aware progressive schedule decouples population-level routing-mass coverage from per-instance decisiveness,

transitioning from broad routing exploration to confident specialization once sufficient coverage is sustained,

while preserving coverage thereafter. As supporting evidence preparation, MAGNET separately encodes the

observed interaction graph and a filtered content-induced structural view, applying cross-view alignment after

independent propagation. We evaluate MAGNET on four Amazon domains and the non-Amazon MicroLens-

100K benchmark, including tail-item and low-history warm-start user evaluation alongside matched expert-

design controls. Under the shared-feature, fixed-split protocol, MAGNET-DV exceeds the strongest protocol-

compatible non-MAGNET baseline in every reported main-table cell, supported by seed-wise difference

tests. Both the fixed and KL-anchored structured variants achieve higher five-seed mean NDCG@20 than

matched homogeneous and free-mixture alternatives across all five datasets. MAGNET additionally supports

route-level diagnostics through explicit expert semantics. Code and reproducibility configurations are available

at https://github.com/jidaivita/MAGNET.

CCS Concepts: • Information systems→ Recommender systems; Multimedia information systems; •
Computing methodologies→ Neural networks.

Additional Key Words and Phrases: Multimodal recommendation, graph neural networks, mixture of experts,

adaptive routing, routing transparency

1 Introduction
Multimodal recommendation [21] models user preference from behavioral interactions alongside

item-side evidence such as images and text. These multimodal sources are especially valuable under

sparse feedback, long-tail catalogs, and rapidly emerging items, but their relative usefulness is

rarely uniform across all user–item decisions. A user may adhere to a stable behavioral habit in one

interaction, rely predominantly on visual appeal or textual attributes in another, or balance multiple

comparable cues. As illustrated conceptually in Figure 1(a), visual styling, textual sentiment, and

collaborative history can point toward conflicting recommendations.

This interaction-level variation can be empirically verified through controlled diagnostics. As

shown in Figure 1(b)–(c), partitioning held-out interactions by independently trained diagnostic

probes reveals that capacity-matched fixed fusion rules suffer from systematic, regime-dependent
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Conflicting cues  →  evidence patterns vary by interaction
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(b) Probe-defined evidence regimes
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Fig. 1. From conflicting cues to measurable fusion heterogeneity. (a) An illustrative user–item decision
where appearance, semantic feedback, and purchase history suggest different preferences; the schematic
is conceptual. (b) Held-out interaction proportions partitioned into four probe-defined evidence regimes
across five datasets by independently trained source-specific diagnostic probes (behavior-, appearance-,
and semantics-only). (c) Row-normalized NDCG@20 of four independently trained, capacity-matched fixed
fusion rules evaluated within these probe-defined regimes. A value of 100 denotes the best fixed rule in that
stratum; non-winning rules retain 92.4–96.8% of regime-best performance, exhibiting systematic crossovers
that provide diagnostic motivation for adaptive fusion. The diagnostic protocol and matched full-model
controls are detailed in Secs. 4.5 and 4.10, respectively.

performance crossovers. These diagnostic crossovers show that different interaction regimes favor

different evidence mixtures, motivating interaction-conditioned fusion.

This interaction-level heterogeneity exposes a fundamental limitation of prevailing architectures.

While multimodal graphs [20, 42, 44] and self-supervised refinement [7, 34, 40] have significantly

improved representation quality, they typically channel behavioral, visual, and semantic signals

through a shared, static fusion pathway. Such coupling often leads to representational entangle-

ment [16, 31] and severe optimization imbalance across modalities [22, 35, 45]: an easily optimized

or high-norm modality can dominate the fused representation even when an alternative source

provides more decisive evidence for a specific decision.

Mixture-of-Experts (MoE) architectures and conditional computation [11, 17, 25] offer an in-

tuitive foundation for interaction-conditioned fusion, yet standard homogeneous MoEs remain

ill-suited for multimodal recommendation. Generic feed-forward experts lack explicit fusion se-

mantics [12], providing no structural guarantee that different activated branches represent diverse

or meaningful modality trade-offs. Furthermore, sparse routing is prone to severe optimization

instability: unconstrained routing easily collapses onto a subset of branches during early epochs,

whereas static load-balancing objectives or a single global entropy statistic fail to reconcile early

broad exploration with late-stage decisive specialization.

To resolve these challenges, we proposeMAGNET, a multimodal graph recommender organized

around two core mechanisms, supported by complementary structural evidence preparation. First,
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rather than relying on unconstrained branches, MAGNET establishes a calibrated bank of struc-

tured experts organized across three evidence anchors (behavior, appearance, and semantics) and

three canonical fusion families (dominant, balanced, and complementary); a lightweight router

conditioned jointly on all three evidence sources then dynamically selects a sparse composition

per interaction. Second, to stabilize training dynamics, an entropy-triggered progressive schedule

explicitly decouples population-level routing-mass coverage from per-instance routing decisiveness,

transitioning from broad routing-mass coverage to confident specialization only after coverage is

reliably sustained. As supporting evidence preparation, MAGNET separately encodes the observed

interaction graph and a filtered content-induced structural view, combining them via cross-view

alignment while preserving the observed collaborative topology.

Our main contributions are summarized as follows:

– Structured fusion space with interaction-conditioned all-source routing.We establish

an interpretable expert bank spanning dominant, balanced, and complementary fusion families

with calibrated inputs, accompanied by a router conditioned jointly on behavioral, visual, and

semantic evidence. Matched controls show that both structured variants achieve higher five-seed

mean performance than homogeneous and unconstrained learnable alternatives across all five

datasets.

– Coverage-aware progressive specialization schedule. We formulate a dual-entropy opti-

mization objective that separates population-level coverage from per-instance decisiveness. The

schedule promotes broad routing-mass coverage during early training and transitions via a

persistent coverage trigger to confident specialization under an explicit coverage guard.

– Rigorous cross-domain empirical validation. Across four Amazon benchmarks and the non-

commerce MicroLens-100K dataset, MAGNET-DV exceeds the strongest protocol-compatible

non-MAGNET baseline in every reported main-table cell, with cell-wise seed-difference tests

supporting these comparisons. Tail-item and low-history warm-start evaluations, together with

route-level diagnostics, further characterize recommendation performance and transparent

routing behavior.

2 Related Work
2.1 From Collaborative Filtering to Graph-Based Multimodal Recommendation
Multimodal recommendation systems (MMRS) have progressed from matrix factorization with

side information to graph-based models that better cope with sparse feedback in Collaborative

Filtering (CF) [30]. Early factorization methods inject visual or textual signals into latent factors.

VBPR [8] introduces CNN-derived visual features into the Bayesian Personalized Ranking (BPR)

objective [23]. DeepCoNN [43] learns review-based user and item representations with parallel

CNNs, whereas VECF [1] uses multimodal attention to model fine-grained visual preferences. These

approaches are effective under sparsity but do not explicitly capture higher-order user–item con-

nectivity. Graph Neural Networks (GNNs) address this by propagating messages on the interaction

graph; NGCF [30] and LightGCN [9] show strong gains from graph-based collaborative modeling.

Multimodal GNNs such as MMGCN [33] and GRCN [32] further incorporate modality-specific prop-

agation and content-guided graph refinement. Recent work shifts toward latent structure learning

and denoising to mitigate noisy or missing edges: LATTICE [42] and SLMRec [28] mine implicit

item–item relations, FREEDOM [44] freezes reliable structures for efficiency, and SMORE [20]

performs frequency-domain fusion for noise handling in heterogeneous graphs. COHESION [36]

couples composite graph convolution with early and late fusion so that representation learning

and modality fusion reinforce one another. VI-MMRec [37] takes a complementary plug-in per-

spective: it constructs similarity-aware virtual user–item interactions and can augment an existing
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recommender without modifying its core training architecture. MAGNET shares the broad intuition

that content similarity can recover useful connectivity, but it filters candidate edges, preserves the

observed and augmented structures as separate propagation views, and combines their representa-

tions after independent encoding. This separation is important when raw modality features are

noisy because the observed graph remains independently encoded and the single-view variant

remains a valid fallback. Despite these advances, many methods still adopt coupled fusion pathways,

which can entangle representations across modalities.

2.2 Contrastive and Self-Supervised Learning in Recommendation
In collaborative filtering more broadly, SGL [34] and SimGCL [40] construct auxiliary supervision

by augmenting graph structure or perturbing embeddings, and train the model to keep user/item

representations consistent across views. This idea extends naturally to multimodal recommendation

by contrasting content modalities with collaborative signals. BM3 [45] streamlines training with a

sufficiency-and-disentanglement objective that avoids negative sampling while aligning modality

features. Subsequent work tailors contrastive objectives to multimodal challenges: MGCN [41]

and MENTOR [38] couple behavioral guidance with modality-specific views; GUME [13] transfers

modality information from head to tail items; SOIL [26] captures second-order user interests; and

ITCoHD-MRec [7] combines topological pruning with modal contrast to reduce noise propagation.

A potential limitation of tightly aligned representations is that they can suppress complementary

information or amplify noise when content cues conflict with user behavior.

2.3 Structured Experts and Progressive Routing
The Mixture of Experts (MoE) architecture was introduced to scale model capacity through condi-

tional computation [3, 5], and it is now widely used to cope with heterogeneous data and competing

optimization signals. In recommender systems, MMoE [17] and PLE [27] employ gating to bal-

ance shared and task-specific experts, reducing negative transfer in multi-task learning (MTL).

The same divide-and-conquer idea has since been applied to multimodal and graph settings. In

vision–language models, V-MoE [24] and LIMoE [18] show that sparse routing can scale contrastive

learning across modalities. In graph learning, GraphMoRE [6] allocates experts to different neigh-

borhood ranges, Graph Mixture of Experts (GMoE) [29] routes individual nodes among aggregation

experts with different hop ranges, and MMOE [39] adapts MoE to multimodal interactions. Here

MMOE denotes the multimodal-interaction model of Yu et al., distinct from the multi-task MMoE

above. Overall, these studies suggest that specialization over distinct subspaces, whether topological

or modal, improves representation expressiveness.

Adapting MoE to multimodal recommendation still faces two practical obstacles. First, experts are

often generic feed-forwardmodules with limited semantic structure [12], so a routed decision is hard

to attribute to visual, textual, or collaborative evidence. Methods such as DMRL [15] model modality-

specific user interests, but do not explicitly organize an expert bank to cover interpretable fusion

patterns. Second, sparse routing can collapse to a small subset of experts, producing severe load

imbalance [5]. Standard load-balancing losses help, but their static form treats training uniformly

even though early optimization requires broad utilization and later optimization benefits from

sharper specialization. Entropy-aware optimization in recent reasoning models reports related

observations about maintaining exploration while controlling excessive uncertainty [2, 4]. These

studies provide cross-domain evidence for the exploration–specialization distinction; MAGNET

instantiates it for sparse expert routing by separating population-level routing-mass coverage from

per-instance confidence.

ACM Trans. Inf. Syst.
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Table 1. Summary of key notations.

Notation Description

Sets and Graph Structures
U, I Sets of users and items; sizes |U | and | I | .
E, E+ Observed interaction edges E, induced edges E+ for the augmented view.

B, 𝑏 A mini-batch B ⊂ E and batch size 𝑏 := | B | .
I𝑢 , Caug (𝑢 ) Training-only history of user 𝑢 and its augmentation candidate set.

C
diag
(𝑢 ) Candidate set used only by the independent motivating diagnostic.

𝐺𝑈 𝐼 ,𝐺𝑈 𝐼𝐺 Original user–item graph (U ∪ I, E) and augmented view (U ∪ I, E ∪ E+ ) .
R User–item interaction matrix of𝐺𝑈 𝐼 , R ∈ {0, 1} |U|×|I| .
N(𝑖 ), 𝑘 ; 𝑟 Modality-derived neighbor set N(𝑖 ) of item 𝑖 (top-𝑘) and the maximum retained augmentation candidates per

user 𝑟 .
M Content-modality set (defaultM = {A, S}, i.e., visual/text).
Features and Representations

x𝑚
𝑖
,X𝑚

Modality-𝑚 feature of item 𝑖 and its matrix over all items.

e(ℓ )𝑢 , e(ℓ )
𝑖

User/item embeddings at graph layer ℓ ; aggregated to structural embeddings.

𝑧𝑈 𝐼
𝑢 , 𝑧𝑈 𝐼

𝑖
; 𝑧𝑈 𝐼𝐺

𝑢 , 𝑧𝑈 𝐼𝐺
𝑖

View-specific behavior embeddings encoded on𝐺𝑈 𝐼 and𝐺𝑈 𝐼𝐺 .

𝑧𝑢 , 𝑧𝑖 Fused structural behavior embeddings from the graph view(s).

h𝑚𝑢 , h𝑚𝑖 Modality cues for user/item (history pooling and/or feature projection),𝑚 ∈ M.

r𝐵𝑢 , r𝐵𝑖 Projected behavioral cues 𝑓𝐵 (z𝑢 ) and 𝑓𝐵 (z𝑖 ) .
𝑠
(𝑒 )
𝑢𝑖

,𝑦̂𝑢𝑖 Expert-specific scalar compatibility score and routed preference score.

Model Architecture and Capacity
𝑑, 𝐿 Embedding dimension and the number of message-passing layers in the graph encoder.

𝐸,𝐾 Total number of experts and the number of activated experts (Top-𝐾 ).

MoE Routing and Experts
q𝑢𝑖 ,𝝅𝑢𝑖 Interaction-conditioned query formed from separately normalized behavior, appearance, and semantic slots,

and its dense routing distribution.

Γ𝑢𝑖 , 𝜋̃𝑢𝑖 Activated expert index set Γ𝑢𝑖 = TopK(𝜋𝑢𝑖 , 𝐾 ) and renormalized weights.

Θ𝑟𝑡 , {Θ𝑒 }𝐸𝑒=1
Router parameters and expert parameters for each expert 𝑒 .

Entropy-Guided Schedule and Optimization
Θ All trainable parameters of MAGNET (encoder/projections/router/experts).

𝛼 , 𝛽 , 𝛿 Triplet-template controls for dominant/balanced/complementary expert compositions.

𝜖
cal

Fixed numerical stabilizer (10
−8
) for source-wise scale calibration.

𝜉 Fixed minimal anchor mass (0.10) in complementary expert templates.

𝜋,𝐻 ( ·) Batch-mean dense routing and its entropy, 𝜋 = 1

|B|
∑︁
(𝑢,𝑖 ) ∈B 𝜋𝑢𝑖 .

𝐻cov, 𝐻inst Normalized population coverage entropy 𝐻 (𝜋 )/log𝐸 and mean normalized per-instance routing entropy.

𝐼route Routing mutual-information proxy, 𝐻cov − 𝐻inst .

𝑁
eff

Effective number of experts, 𝑁
eff

= exp

(︁
𝐻 (𝝅̄ )

)︁
.

𝐻 ∗,𝑊 Coverage-entropy threshold and persistence window for stage switching.

stage, n Stage indicator and counter for consecutive steps with 𝐻cov ≥ 𝐻 ∗ .
LBPR, L𝑐𝑡𝑟 Pairwise BPR loss and view-contrastive loss (InfoNCE) on dual views (optional).

𝜌 Negative sampling ratio in BPR training.

𝑝,𝑇max, 𝑁 Early-stopping patience, maximum training epochs, and evaluation cutoffs (top-𝑁 ).

𝐿
(1)
route

, 𝐿
(2)
route

Stage-specific routing objectives for coverage promotion and specialization with coverage preservation.

𝜆𝑟 Shared routing strength, with (𝜆exp, 𝜆cov, 𝜆MI, 𝜆guard
) = 𝜆𝑟 (1, 6, 6, 2) .

𝑇exp, 𝜆anchor
Transient Stage 1 exploration window ⌊0.05𝑇 ⌋ (in optimization updates) and KL-anchor weight for the anchored

learnable control.

𝜂, 𝑝
d
, 𝜆, 𝜆ctr, 𝜏 Learning rate, dropout rate, weight decay, contrastive weight, and temperature 𝜏 .

Variants and Abbreviations
B,A, S Branch tags for Behavior/Appearance/Semantics expert groups.

Dom, Bal,Com Template tags: dominant, balanced, and complementary expert compositions.

MAGNET-DV Dual-view (default): use G𝑈 𝐼 +G𝑈 𝐼𝐺 for routing/scoring (optional Lctr).

MAGNET-SV Single-view: use only G𝑈 𝐼 with E+ = ∅ (same MoE and recommendation/routing objectives; no Lctr).

3 Methods
3.1 Problem Setup and Overview
3.1.1 Task Definition and Notation. We study implicit-feedback multimodal recommendation,

where observed user–item interactions provide the primary supervision signal, and item-side

multimodal content offers complementary evidence, especially under sparsity and long-tail regimes.

Each item is associated with appearance (visual) and semantic (text) features, while user-side

modality profiles are typically unavailable.

LetU and I denote the sets of users and items, respectively, and letD𝑡𝑟 ⊆ U×I be the observed

training interactions. We denote the observed edge set as E = {(𝑢, 𝑖) : (𝑢, 𝑖) ∈ D𝑡𝑟 }, and represent
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Fig. 2. Overview of MAGNET. The first row follows the end-to-end path from multimodal inputs and
dual-view graph encoding to interaction-conditioned sparse routing over calibrated structured experts. The
second row exposes the two design principles: explicit coverage of complementary fusion patterns and an
entropy-triggered transition from broad routing-mass coverage to per-instance specialization.

implicit feedback by the binary interaction matrix R ∈ {0, 1} |U |× |I | , where R𝑢𝑖 = 1 iff (𝑢, 𝑖) ∈ E.
For each user 𝑢, let I𝑢 = {𝑖 ∈ I : (𝑢, 𝑖) ∈ E} be the training-only history.

Throughout the paper, we use Behavior (B) to denote interaction-induced collaborative signals,

and Appearance (A) and Semantics (S) to denote visual and textual modalities, respectively. We

write the content-modality set asM = {𝐴, 𝑆} by default. Here,M designates item-side content

modalities (visual and textual), while 𝐵 represents the behavioral collaborative source from observed

interactions; the triplet {𝐵,𝐴, 𝑆} thus treats collaborative behavior as a third evidence source

alongside content modalitiesM.

Each item 𝑖 is associated with raw modality features x𝑚𝑖 for𝑚 ∈ M. The goal is to learn a scoring

function 𝑦𝑢𝑖 for ranking items for each user. Unless otherwise specified, all learned embeddings and

hidden representations are 𝑑-dimensional. Table 1 summarizes the key notation used throughout

the method.

3.1.2 Model Overview. As shown in Figure 2, MAGNET consists of complementary structural

evidence preparation supporting two core mechanisms:

Supporting evidence preparation (Section 3.2). Beyond the observed interaction graph, MAGNET

constructs an augmented structural view from a filtered set of content-induced user–item candidate

edges. Parallel dual-view encoding preserves historical collaborative topology while introducing

content-informed connectivity for sparse and long-tail settings.

1. Interaction-conditioned structured fusion (Section 3.3). MAGNET uses a sparse Mixture-

of-Experts prediction head whose experts instantiate an interpretable triplet-template geometry

over {behavior, visual, text} while retaining expert-specific trainable transformations. This

defines explicit fusion patterns, with interaction-conditioned routing selecting experts from
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joint behavioral and modality evidence while each selected branch transforms and scores its

corresponding composition.

2. Stable routing specialization (Section 3.4).MAGNET monitors routing entropy to govern

a two-stage training schedule: an early coverage stage that promotes broad population-level

routing mass, and a later specialization stage that sharpens routing once this mass is sufficiently

dispersed. This entropy-driven trigger coordinates the transition from broad exploration to

confident expert specialization.

3.2 Content-Induced Structural Augmentation and Dual-View Backbone
3.2.1 Content-Guided Candidate Expansion. MAGNET leverages multimodal content to construct

optional high-order structural signals, while keeping subsequent user–item message passing

shallow. Concretely, for each modality 𝑚 ∈ {𝐴, 𝑆}, we compute cosine item–item similarity

𝑠𝑚𝑖 𝑗 = ⟨x𝑚𝑖 , x𝑚𝑗 ⟩/(∥x𝑚𝑖 ∥ ∥x𝑚𝑗 ∥) from raw item features. For each item 𝑖 , we retain only the top-

𝑘 most similar items under each modality to form sparse neighbor sets N𝐴 (𝑖) and N𝑆 (𝑖). For
convenience, we write N(𝑖) =N𝐴 (𝑖) ∪ N𝑆 (𝑖) when the modality index is clear.

Given a user𝑢 with training-only history I𝑢 , we expand a candidate pool by traversing item–item

neighborhoods from the user history. For each candidate item 𝑗 ∉ I𝑢 , we define a content-induced
relevance score:

𝑐𝑢,𝑗 =
∑︁
𝑖∈I𝑢

𝑠𝐴𝑖 𝑗 + 𝑠𝑆𝑖 𝑗
2

, (1)

and retain at most the top-𝑟 augmentation candidates Caug (𝑢) according to 𝑐𝑢,𝑗 .

We denote the observed training edges by E = {(𝑢, 𝑖) : (𝑢, 𝑖) ∈ D𝑡𝑟 } and the induced edges by

E+ = {(𝑢, 𝑗) : 𝑢 ∈ U, 𝑗 ∈ Caug (𝑢)}. Thus, 𝑟 serves as a per-user retention budget rather than a

guarantee of 𝑟 new edges: the realized edge set is determined after candidate filtering and edge

deduplication.

This step acts as graph augmentation rather than multi-hop message passing on the user–item

graph: it injects additional content-informed edges as optional structural evidence, which is intended

to provide additional connectivity under sparse and long-tail settings.

3.2.2 Dual-View Structural Graphs. Based on the observed edge set E and the induced edges E+, we
construct two structural views: the original user–item graph G𝑈 𝐼 = (U ∪I, E) and the augmented

graph G𝑈 𝐼𝐺 = (U ∪ I, E ∪ E+). Dual-view (DV) is our default formulation: we encode behavioral

signals independently on G𝑈 𝐼 and G𝑈 𝐼𝐺 to obtain view-specific behavior representations z𝑈 𝐼 and
z𝑈 𝐼𝐺 , which are then fused into z for downstream routing and scoring via fixed mean fusion,

i.e., z ← 1

2
(z𝑈 𝐼 + z𝑈 𝐼𝐺 ) (see Section 3.2.3). The router selects structured experts after this fixed

mean fusion and does not gate or reweight the two structural views, avoiding additional fusion

hyperparameters. Since a simple mean assumes the two views occupy a comparable representation

space, we optionally add a view-contrastive alignment loss Lctr (described in Section 3.4.3) to

regularize the representation gap between z𝑈 𝐼 and z𝑈 𝐼𝐺 , stabilizing the fused representation z for
routing and scoring.

Single-view (SV) is a fallback variant that removes induced edges by setting E+ = ∅, so that

G𝑈 𝐼𝐺 collapses to G𝑈 𝐼 and only one structural view is encoded. Unless stated otherwise, we report

DV as the default model.

3.2.3 Structural Encoding with Shallow Propagation. MAGNET adopts LightGCN-style message

passing to extract behavioral representations from each structural view.We share the same trainable

ID embeddings e(0)𝑢 and e(0)
𝑖

across views, and run shallow propagation on G𝑈 𝐼 and G𝑈 𝐼𝐺 to

obtain z𝑈 𝐼 and z𝑈 𝐼𝐺 , respectively. The two variants share all downstream trainable modules;

ACM Trans. Inf. Syst.
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Algorithm 1:MAGNET Scoring via Modality-Guided MoE (Sparse Expert Activation)

Require :Behavior embeddings z𝑢 , z𝑖 ; modality cues {h𝑚𝑢 , h𝑚𝑖 }𝑚∈M ;

Router parameters Θ𝑟𝑡 ; expert parameters {Θ𝑒 }𝐸𝑒=1
; activated experts 𝐾 .

Ensure :Preference score 𝑦̂𝑢𝑖 , dense routing 𝝅𝑢𝑖 , activated expert set Γ𝑢𝑖 , and renormalized weights 𝝅̃𝑢𝑖 .

Step 0: Prepare modality cues
if {h𝑚𝑢 }, {h𝑚𝑖 } are not precomputed then

Compute modality cues {h𝑚𝑢 }𝑚∈M and {h𝑚
𝑖
}𝑚∈M

end
r𝐵𝑢 ← 𝑓𝐵 (z𝑢 )
r𝐵
𝑖
← 𝑓𝐵 (z𝑖 )

Step 1: Dense routing distribution
𝑞𝑢𝑖 ← [Norm(r𝐵𝑢 ) ; Norm(r𝐵

𝑖
) ; Norm(h𝐴𝑢 ) ; Norm(h𝐴

𝑖
) ; Norm(h𝑆𝑢 ) ; Norm(h𝑆

𝑖
) ]

𝝅𝑢𝑖 ← Softmax(Router(𝑞𝑢𝑖 ;Θ𝑟𝑡 ) )
Step 2: Sparse expert activation & routed score aggregation
Γ𝑢𝑖 ← TopK(𝝅𝑢𝑖 , 𝐾 )
𝝅̃𝑢𝑖 ← Renorm(𝝅𝑢𝑖 , Γ𝑢𝑖 )
𝑦̂𝑢𝑖 ← 0

foreach 𝑒 ∈ Γ𝑢𝑖 do
𝑠
(𝑒 )
𝑢𝑖
← Expert𝑒

(︁
r𝐵𝑢 , r𝐵𝑖 , {h𝑚𝑢 }𝑚∈M , {h𝑚𝑖 }𝑚∈M ;Θ𝑒

)︁
𝑦̂𝑢𝑖 ← 𝑦̂𝑢𝑖 + 𝜋̃ (𝑒 )𝑢𝑖

· 𝑠 (𝑒 )
𝑢𝑖

end
return (𝑦̂𝑢𝑖 ,𝝅𝑢𝑖 , Γ𝑢𝑖 , 𝝅̃𝑢𝑖 )

the augmented adjacency in MAGNET-DV is stored as a non-trainable sparse graph and alters

propagation computation rather than trainable model capacity.

Let e(0)𝑢 and e(0)
𝑖

be trainable ID embeddings for user 𝑢 and item 𝑖 . For each view 𝑣 ∈ {𝑈 𝐼,𝑈 𝐼𝐺}
and each layer ℓ = 0, . . . , 𝐿 − 1, we update user and item representations via:

e(ℓ+1),𝑣
𝑢 =

∑︁
𝑖∈𝑁 𝑣 (𝑢 )

1√︁
|𝑁 𝑣 (𝑢) | |𝑁 𝑣 (𝑖) |

e(ℓ ),𝑣
𝑖

, e(ℓ+1),𝑣
𝑖

=
∑︁

𝑢∈𝑁 𝑣 (𝑖 )

1√︁
|𝑁 𝑣 (𝑖) | |𝑁 𝑣 (𝑢) |

e(ℓ ),𝑣𝑢 , (2)

where𝑁 𝑣 (𝑢) and𝑁 𝑣 (𝑖) denote the neighbor sets in graphG𝑣 . We use full-neighborhood propagation

in both structural views: each layer multiplies the complete normalized sparse adjacency by

the current node representations. No fanout-based neighbor sampling is used in the reported

experiments.

We initialize e(0),𝑣𝑢 =e(0)𝑢 and e(0),𝑣
𝑖

=e(0)
𝑖

for both views.

Following LightGCN, we average the layer-wise representations within each view and then

aggregate the two views:

z𝑣𝑥 =
1

𝐿 + 1

𝐿∑︁
ℓ=0

e(ℓ ),𝑣𝑥 , z𝑥 =
1

2

(︂
z𝑈 𝐼𝑥 + z𝑈 𝐼𝐺𝑥

)︂
, 𝑥 ∈ {𝑢, 𝑖}, 𝑣 ∈ {𝑈 𝐼,𝑈 𝐼𝐺}. (3)

In the single-view variant, E+ = ∅ and we set z𝑢 = z𝑈 𝐼𝑢 and z𝑖 = z𝑈 𝐼𝑖 . We refer to the default

dual-view setting asMAGNET-DV and the single-view ablation (E+ = ∅) asMAGNET-SV.

3.3 Triplet-Template Mixture-of-Experts for Multimodal Fusion
MAGNET treats interaction-induced behavior as the primary supervision signal and uses item-side

multimodal content as complementary evidence. From the dual-view structural backbone (Section

3.2), we obtain fused behavior embeddings z𝑢, z𝑖 ∈ R𝑑 for each interaction (𝑢, 𝑖). We then build a
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Modality-Guided Mixture of Structured Experts with Entropy-Triggered Routing for Multimodal Recommendation 9

structured Mixture-of-Experts (MoE) layer. Each branch receives an interpretable triplet compo-

sition over {𝐵,𝐴, 𝑆} and applies a trainable expert-specific transformation, while a router learns

interaction-wise sparse gating over the expert bank. The templates organize qualitatively different

fusion patterns; interaction-level adaptivity comes from routing, with an anchored learnable variant

allowing bounded movement around the canonical templates. The entropy-triggered schedule in

Section 3.4 controls when routing transitions from broad routing-mass coverage to specialization.

For clarity, we summarize the full MoE-based scoring procedure (from routing to aggregation

and prediction) in Algorithm 1, which will be reused in the training pipeline.

3.3.1 Modality Cues: Item Projection and History-Induced User Cues. LetM denote the item content

modality set (defaultM = {𝐴, 𝑆}). For each item 𝑖 , a lightweight projection 𝑓𝑚 (·) produces its
modality cue. The supplied fixed visual and textual feature tensors follow the shared dataset

preprocessing and enter these affine projections without an additional model-side ℓ2 normalization.

Since user-side raw modality profiles are unavailable in implicit feedback, we average projected

cues over the training-only history I𝑢 :

h𝑚𝑖 = 𝑓𝑚 (x𝑚𝑖 ), h𝑚𝑢 =
1

|I𝑢 |
∑︁
𝑗∈I𝑢

h𝑚𝑗 , 𝑚 ∈ {𝐴, 𝑆}. (4)

This design keeps behavior embeddings (z𝑢, z𝑖 ) as the only direct user signal, while allowing

content evidence to participate through history-induced cues without leaking test-time information.

All user modality cues are candidate-independent averages over the fixed training-only history I𝑢
and are not recomputed in leave-one-out form for individual positive pairs. The same cue is reused

for both items in each BPR tuple. Thus, a positive contributes 1/|I𝑢 | only as an observed training

interaction; validation and test targets never enter cue construction.

3.3.2 Triplet Experts with Shared Templates. We abbreviate Behavior/Appearance/Semantics as

B/A/S (Section 3.1.1) and use the global order [𝐵,𝐴, 𝑆]. A shared affine map 𝑓𝐵 places the fused

structural embedding in the same 𝑑-dimensional evidence space as the content cues:

r𝐵𝑢 = 𝑓𝐵 (z𝑢), r𝐵𝑖 = 𝑓𝐵 (z𝑖 ), r𝐴𝑢 = h𝐴𝑢 , r
𝐴
𝑖 = h𝐴𝑖 , r𝑆𝑢 = h𝑆𝑢, r

𝑆
𝑖 = h𝑆𝑖 . (5)

Scale calibration. Behavioral, appearance, and semantic representations are produced by hetero-

geneous encoders and therefore need not have comparable norms. Directly mixing them would

allow numerical scale to override a nominal template preference. Source calibration is applied after

the behavioral/content projections and, for user-side content cues, after training-history pooling,

but before template-based source fusion:˜︁r𝑚𝑣 = Cal𝑚 (r𝑚𝑣 ) =
r𝑚𝑣

∥r𝑚𝑣 ∥2 + 𝜖cal

, 𝑚 ∈ {𝐵,𝐴, 𝑆}, 𝑣 ∈ {𝑢, 𝑖}, (6)

where 𝜖cal is a numerical stabilizer. Calibration places the three inputs on a common norm scale so

that the triplet coefficients govern their effective mixture. We use 𝜖cal = 10
−8

across all datasets

and variants.

Each expert is specified by a nonnegative source triplet w = [𝑤𝐵,𝑤𝐴,𝑤𝑆 ]⊤ ∈ R3

≥0
with a

normalized budget

∑︁
𝑚∈{𝐵,𝐴,𝑆 } 𝑤

𝑚 = 1. Given an expert triplet w, we form expert-specific user and

item representations by calibrated triplet fusion:

x𝑢 (w) =
∑︁

𝑚∈{𝐵,𝐴,𝑆 }
𝑤𝑚˜︁r𝑚𝑢 , x𝑖 (w) =

∑︁
𝑚∈{𝐵,𝐴,𝑆 }

𝑤𝑚˜︁r𝑚𝑖 . (7)
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An expert module then produces a scalar pairwise compatibility score through a lightweight

expert-specific head:

𝑠
(𝑒 )
𝑢𝑖

= Expert𝑒

(︂
r𝐵𝑢 , r

𝐵
𝑖 , {h𝑚𝑢 }𝑚∈M, {h𝑚𝑖 }𝑚∈M ;Θ𝑒

)︂
= 𝜙

(︂
[x𝑢 (w(𝑒 ) ); x𝑖 (w(𝑒 ) )];Θ𝑒

)︂
, (8)

where w(𝑒 ) is the triplet of expert 𝑒 (defined below), and 𝜙 (·;Θ𝑒 ) is a lightweight scalar-valued
transformation. The calibrated coefficients shape both forward composition and the corresponding

backward signal, while the expert-specific transformation parameters remain trainable.

Core definitions: expert groups, expert types, and template instantiation. To make the expert pool

explicit and interpretable, we formalize expert groups (by anchor source) and shared type-level

templates.

(1) Expert groups (anchor source).We organize experts into three evidence-source groups

𝑔 ∈ {𝐵,𝐴, 𝑆}, where each group specifies an anchor source (following Section 3.1.1). The anchor

is a semantic label for structuring and analyzing experts; it does not hard-assign instances. This

design enables group-wise analysis (e.g., utilization by anchor) and yields a compact 3 × 3 expert

pool without introducing additional group-specific hyperparameters.

(2) Expert types (how the anchor participates). Within each group, we instantiate three

expert types 𝑡 ∈ {Dom,Bal,Com}: (i) Dominant (Dom): the anchor receives a large portion of the

fusion budget, with auxiliaries down-weighted (and possibly approaching zero at the boundary);

(ii) Balanced (Bal): a smoother trade-off with a bounded anchor bias; (iii) Complementary (Com):
auxiliaries provide the major evidence while retaining a small anchor mass.

(3) Type-level templates in canonical order.A type-level template maps a scalar to a canonical

triplet w̃𝑡 (·) ∈ R3
under the order [anchor, aux1, aux2]:
w̃Dom (𝛼) = (1 − 𝛼)

[︁
1

2
, 1

4
, 1

4

]︁
+ 𝛼 [1, 0, 0],

w̃Bal (𝛽) =
[︂

1

3
+ 𝛽

6
, 1

3
− 𝛽

12
, 1

3
− 𝛽

12

]︂
,

w̃Com (𝛿) = [𝜉, (1 − 𝜉)𝛿, (1 − 𝜉) (1 − 𝛿)] ,

𝛼, 𝛽, 𝛿 ∈ [0, 1], (9)

where 𝛽 controls the anchor bias of the balanced family, 𝛿 allocates mass between the two auxiliary

sources of the complementary family, and 𝜉 > 0 is a small fixed constant encoding a minimal anchor
mass. We set 𝜉 = 0.10 across all datasets. When 𝑔 = 𝐵, this corresponds to retaining a minimal

behavior anchor, reflecting the inductive bias of implicit feedback; when 𝑔 ∈ {𝐴, 𝑆}, it prevents the
anchor content source from being entirely discarded. We treat 𝛼, 𝛽, 𝛿 as template hyperparameters:
they are type-level shared and fixed during training, and we analyze their sensitivity in Section

4.10.

(4) From templates to a 3× 3 expert pool (group-specific instantiation). To obtain the final

expert triplet in the global order [𝐵,𝐴, 𝑆], we apply a fixed permutation operator 𝑃𝑔 (·) that maps

the canonical order [anchor, aux1, aux2] to [𝐵,𝐴, 𝑆] according to group 𝑔:

w𝑔,𝑡 = 𝑃𝑔
(︁
w̃𝑡

)︁
, 𝑔 ∈ {𝐵,𝐴, 𝑆}, 𝑡 ∈ {Dom, Bal,Com}. (10)

We fix the auxiliary order as aux(𝐵) = (𝐴, 𝑆), aux(𝐴) = (𝐵, 𝑆), and aux(𝑆) = (𝐵,𝐴). Hence, for a
canonical triplet (𝑎, 𝑏, 𝑐) = [anchor, aux1, aux2],

𝑃𝐵 (𝑎, 𝑏, 𝑐) = (𝑎, 𝑏, 𝑐), 𝑃𝐴 (𝑎, 𝑏, 𝑐) = (𝑏, 𝑎, 𝑐), 𝑃𝑆 (𝑎, 𝑏, 𝑐) = (𝑏, 𝑐, 𝑎), (11)

where every output follows the global [𝐵,𝐴, 𝑆] order. 𝑃𝑔 (·) is deterministic. We index experts by

𝑒 ↔ (𝑔, 𝑡), yielding 𝐸 = 9 experts by default. The resulting canonical bank spans three interpretable

fusion patterns: Dom represents single-source dominance, Bal represents coordinated use ofmultiple
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sources, and Com represents auxiliary correction under a retained anchor. Section 4.10 compares

this compact structured basis with matched homogeneous and learnable alternatives.

Fixed and anchored learnable templates. The default fixed variant uses w(𝑒 ) =w𝑔,𝑡
throughout

training, preserving the semantic identity of every branch. To test whether exact fixation is neces-

sary, we introduce an anchored learnable variant with logits 𝝆 (𝑒 ) initialized from the canonical

template:

w(𝑒 )
learn

= Softmax(𝝆 (𝑒 ) ), Lanchor =
1

𝐸

𝐸∑︁
𝑒=1

KL

(︂
w(𝑒 )

learn




w(𝑒 )
0

)︂
. (12)

This variant permits data-driven adjustment while retaining a transparent reference geometry. It

uses the forward KL direction shown above with 𝜆anchor = 0.05. Free learnable mixtures use the

same learnable-softmax triplet parameterization with 𝜆anchor = 0. Fixed, anchored learnable, free

learnable, and homogeneous experts are compared under matched expert-head capacity and router

architecture; learnable coefficient variants add only 3𝐸 scalar logits.

3.3.3 Interaction-Conditioned Routing with Dense Distributions. For a training instance (𝑢, 𝑖), MAG-

NET routes the interaction to a small subset of the structured experts in Section 3.3.2. The router

conditions on the same three evidence sources available to the experts. We concatenate behavioral

context with the history-induced user cues and the item’s appearance and semantic cues:

q𝑢𝑖 = [Norm(r𝐵𝑢 ); Norm(r𝐵𝑖 ); Norm(h𝐴𝑢 ); Norm(h𝐴𝑖 ); Norm(h𝑆𝑢); Norm(h𝑆𝑖 )] ∈ R6𝑑 . (13)

Here, Norm(·) denotes slot-wise ℓ2 normalization applied independently to each of the six 𝑑-

dimensional query blocks before concatenation. In contrast, Cal𝑚 (·) in Equation (6) denotes source

calibration applied to the projected source representations before template fusion. The query

normalization prevents a high-norm source from dominating the gate by scale alone. For the

behavior-only control in Section 4.10, the appearance and semantic query slots are zero-masked

while retaining the same 6𝑑→𝐸 gate: q𝐵-only
𝑢𝑖

= [Norm(r𝐵𝑢 ); Norm(r𝐵𝑖 ); 0𝑑 ; 0𝑑 ; 0𝑑 ; 0𝑑 ] ∈ R6𝑑
.

Our progressive routing scheme follows standard sparse MoE training while adding an entropy-

triggered regularization schedule that first promotes broad population-level coverage and then

sharpens instance-level assignments while retaining a coverage guard.

Specifically, q𝑢𝑖 is defined in (13) and produces a dense routing distribution over all 𝐸 experts:

𝝅𝑢𝑖 = Softmax(Router(q𝑢𝑖 ;Θrt)) ∈ R𝐸 . (14)

We keep 𝝅𝑢𝑖 as dense probabilities for (i) computing entropy-based statistics and (ii) applying

stage-wise routing regularization, while the forward aggregation still uses sparse Top-𝐾 experts

(described in Section 3.3.4). Over a mini-batch B, we aggregate {𝝅𝑢𝑖 } (𝑢,𝑖 ) ∈B to estimate routing

entropy and trigger stage switching in Section 3.4.

3.3.4 Sparse Expert Activation, Aggregation, and Scoring. For efficient computation, we activate the

Top-𝐾 experts, renormalize their weights, and aggregate their scalar scores from Equation (8):

Γ𝑢𝑖 = TopK(𝝅𝑢𝑖 , 𝐾), 𝜋̃
(𝑒 )
𝑢𝑖

=
𝜋
(𝑒 )
𝑢𝑖∑︁

𝑒′∈Γ𝑢𝑖 𝜋
(𝑒′ )
𝑢𝑖

, 𝑦𝑢𝑖 =
∑︁
𝑒∈Γ𝑢𝑖

𝜋̃
(𝑒 )
𝑢𝑖

𝑠
(𝑒 )
𝑢𝑖
. (15)

In all experiments we use 𝝅̃𝑢𝑖 for aggregation; the dense 𝝅𝑢𝑖 is retained for entropy statistics and

progressive routing regularization (Section 3.4). We adopt standard sparse MoE training: gradients

are back-propagated through the selected experts and their corresponding router weights.
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Algorithm 2: Progressive Routing Training of MAGNET

Require :Observed edges E; graphs 𝐺𝑈 𝐼 and 𝐺𝑈 𝐼𝐺 (if E+ ≠ ∅); mini-batch B ⊂ E with 𝑏 := |B|,
neg. ratio 𝜌 ; experts (𝐸, 𝐾); entropy (𝐻 ∗,𝑊 ); weights (𝜆, 𝜆ctr, 𝜆𝑟 , 𝜆anchor); temperature 𝜏 ;

maximum update budget 𝑇 ; params Θ
Ensure :Trained parameters Θ
stage← 1; 𝑛 ← 0 ; // counter for persistent coverage

𝑇exp ← ⌊0.05𝑇 ⌋ ; // 𝑇: preset maximum update budget

for 𝑡 ← 1 to 𝑇 do
Sample B ⊂ E with |B| = 𝑏 ; // (I) mini-batch sampling on observed edges

For each (𝑢, 𝑖) ∈ B, sample negatives J𝑢 ∼ Neg(𝑢; 𝜌) with 𝑗 ∉ I𝑢 ;
LBPR ← 0; Π ← ∅ ; // (II) BPR loss + collect positive-pair dense routings

foreach (𝑢, 𝑖) ∈ B do
(𝑦𝑢𝑖 , 𝝅𝑢𝑖 ) ← MAGNET-Score(𝑢, 𝑖;Θ);
Π ← Π ∪ {𝝅𝑢𝑖 };
{𝑦𝑢 𝑗 } 𝑗∈J𝑢 ← MAGNET-Score(𝑢,J𝑢 ;Θ).𝑦 ; // score only; negative routings

excluded from Π
LBPR += −(𝑏𝜌)−1

∑︁
𝑗∈J𝑢 log𝜎 (𝑦𝑢𝑖 − 𝑦𝑢 𝑗 )

Lctr ← 0 ; // (III) optional dual-view alignment

if dual-view encoding is enabled and 𝜆ctr > 0 then
Lctr ← InfoNCE(·;𝜏) ; // align 𝑧𝑈 𝐼 vs 𝑧𝑈 𝐼𝐺 Section 3.4.3

𝝅̄ ← 1

|Π |
∑︁

𝝅 ∈Π 𝝅 ; 𝐻cov ← Ent(𝝅̄)/log𝐸;

𝐻inst ← 1

|Π |
∑︁

𝝅 ∈Π Ent(𝝅)/log𝐸 ; // coverage vs. decisiveness

𝜔 (𝑡) ← I[𝑡 ≤ 𝑇exp]; Lroute ← 𝜆cov (1 − 𝐻cov) + 𝜆exp𝜔 (𝑡) (1 − 𝐻inst) ; // Stage 1

if stage = 2 then
Lroute ← 𝜆MI (𝐻inst − 𝐻cov) + 𝜆guard (1 − 𝐻cov)

L ← LBPR + 𝜆ctrLctr + Lroute + 𝜆anchorLanchor + 𝜆∥Θ∥22;
Backpropagate L and update Θ with Adam;

if 𝐻cov ≥ 𝐻 ∗ then
𝑛 ← 𝑛 + 1

else
𝑛 ← 0

if stage = 1 and 𝑛 ≥𝑊 then // effective at step 𝑡 + 1

stage← 2 ; // one-way switch

return Θ;

Implementation of the learned blocks. For each modality𝑚 ∈ {𝐴, 𝑆}, 𝑓𝑚 is an affine projection

from the input feature dimension to 𝑑 ; source calibration is then applied as defined in Equation (6).

The behavioral representation uses one shared 𝑑→𝑑 affine projection before calibration. The router

is an affine gate 6𝑑→ 𝐸 followed by softmax. Each 𝜙 (·;Θ𝑒 ) is an independently parameterized

scalar MLP with dimensions 2𝑑→𝑑→ 1, using ReLU and dropout after the hidden layer. Thus,

the evidence projections and router are shared, while the lightweight scalar expert heads are

branch-specific.

3.4 Entropy-Triggered Progressive Routing for Training
3.4.1 Routing Entropy and Effective Experts. Algorithm 2 summarizes entropy-triggered progressive

routing; we describe its key components below.
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Given a mini-batch B, we define the batch-mean routing distribution

𝝅̄ =
1

|B|
∑︁
(𝑢,𝑖 ) ∈B

𝝅𝑢𝑖 , (16)

and define the coverage, instance-level, and derived routing statistics jointly:

𝐻cov=
𝐻 (𝝅̄)
log𝐸

, 𝐻inst=
1

|B| log𝐸

∑︁
(𝑢,𝑖 ) ∈B

𝐻 (𝝅𝑢𝑖 ),

𝐼route= 𝐻cov − 𝐻inst, 𝑁eff = exp

(︁
𝐻 (𝝅̄)

)︁
,

(17)

where 𝐻 (p) = −∑︁𝑒 𝑝 (𝑒) log𝑝 (𝑒). 𝐻cov measures population-level coverage of the dense pre-Top-𝐾

routing distribution, whereas 𝐻inst measures uncertainty within individual dense assignments.

Their difference 𝐼route is large when assignments are individually decisive and collectively diverse,

and 𝑁eff is the effective support size of the dense batch-mean routing distribution. These statistics

describe routing mass before sparsification; the forward path activates only the selected set Γ𝑢𝑖
in Equation (15). Here B contains observed positive edges. The routing statistics aggregate their

dense distributions 𝝅𝑢𝑖 ; sampled negatives contribute to LBPR but not to 𝐻cov or 𝐻inst.

3.4.2 Entropy-Triggered Two-Stage Schedule. We adopt an entropy-triggered two-stage schedule to

progressively transition from broad routing-mass coverage to confident specialization in MoE routing.

Intuitively, early in training the router is unstable and its dense probability mass may collapse

onto a few experts; thus we first encourage broad population-level routing-mass coverage. Once

this mass becomes sufficiently dispersed, we switch to a second stage that sharpens and stabilizes

routing for more consistent expert specialization.

Concretely, at each optimization step 𝑡 we compute 𝐻cov in Equation (17). The current step

uses the stage active at its start; after that step’s loss is formed, its coverage statistic updates the

persistence counter, and any resulting transition takes effect at step 𝑡 + 1:

𝑛𝑡 =

{︄
𝑛𝑡−1 + 1, if 𝐻cov ≥ 𝐻 ∗,
0, otherwise,

stage𝑡+1
=

{︄
2, if stage𝑡 = 1 and 𝑛𝑡 ≥𝑊,

stage𝑡 , otherwise,
(18)

where 𝐻 ∗ ∈ [0, 1] is an entropy threshold and𝑊 = 4 is a persistence window counted in optimiza-

tion steps. The transition from Stage 1 to Stage 2 is one-way.

Stage semantics. Stage 1 emphasizes broad population-level routing-mass coverage and avoids

premature routing-mass collapse. Stage 2 reduces conditional assignment entropy while preserving

population-level routing coverage. The transition is triggered by 𝐻cov according to Equation (18);

𝐻inst separately characterizes per-instance decisiveness.

3.4.3 Objective with Stage-Specific Routing Regularization. For preference learning, we average
the standard pairwise objective over sampled pairs, LBPR = 𝑁 −1

pair

∑︁
(𝑢,𝑖 ) ∈B

∑︁
𝑗∈J𝑢 − log𝜎 (𝑦𝑢𝑖 −𝑦𝑢 𝑗 ),

where 𝑁pair =
∑︁
(𝑢,𝑖 ) ∈B |J𝑢 |, (𝑢, 𝑖) ∈ D𝑡𝑟 , and 𝑗 ∉ I𝑢 .

For the dual-view setting, we optionally align the two structural representations with symmetric

InfoNCE. For node type 𝑋 ∈ {𝑈 , 𝐼 } and views 𝑎, 𝑏 ∈ {𝑈 𝐼,𝑈 𝐼𝐺}, let

ℓ𝑎→𝑏𝑋 = − 1

|𝑋B |
∑︁
𝑥∈𝑋B

log

exp(sim(z𝑎𝑥 , z𝑏𝑥 )/𝜏)∑︁
𝑥 ′∈𝑋B exp(sim(z𝑎𝑥 , z𝑏𝑥 ′ )/𝜏)

,

Lctr =
1

2

∑︁
𝑋 ∈{𝑈 ,𝐼 }

(︂
ℓ𝑈 𝐼→𝑈 𝐼𝐺𝑋 + ℓ𝑈 𝐼𝐺→𝑈 𝐼𝑋

)︂
,

(19)
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where 𝑋B contains the users or items appearing in mini-batch B, and sim is cosine similarity. For

the reported MAGNET-DV results, we use 𝜏 = 0.5 and 𝜆ctr = 0.01, except in the explicit view-

contrastive ablation. The contrastive objective is disabled for single-graph configurations, including

the observed-only, unfiltered-overlay, and filtered-overlay controls, for which no independently

encoded second structural view is available.

Stage-specific routing objectives. We regularize the dense distribution 𝝅𝑢𝑖 using the two quanti-

ties in Equation (17). During Stage 1, we minimize the coverage and exploration deficits:

L (1)
route

= 𝜆cov (1 − 𝐻cov) + 𝜆exp𝜔 (𝑡) (1 − 𝐻inst), (20)

where 𝑇 is the maximum optimization-update budget, 𝑇exp = ⌊0.05𝑇 ⌋, and 𝜔 (𝑡) = I[𝑡 ≤ 𝑇exp]. The
transient exploration term is active during these initial updates, while stage switching remains

governed by Equation (18); the same rule is used across datasets. The first term prevents population-

level routing-mass collapse, and the transient second term avoids making the earliest assignments

overconfident.

After the coverage trigger is sustained for𝑊 steps, Stage 2 maximizes the routing mutual-

information proxy while retaining an explicit coverage-preservation term:

L (2)
route

= 𝜆MI (𝐻inst − 𝐻cov) + 𝜆guard (1 − 𝐻cov). (21)

The first term encourages assignments that are individually sharp yet collectively diverse; the second

acts as a continuous coverage guard throughout Stage 2. This objective separates per-instance

decisiveness from batch-level routing-mass coverage.

Putting everything together, the overall objective is

L = LBPR + 𝜆ctrLctr + I[stage = 1]L (1)
route
+ I[stage = 2]L (2)

route
+ 𝜆anchorLanchor + 𝜆∥Θ∥22, (22)

where Θ collects all trainable parameters. 𝜆anchor = 0 for fixed templates and is set to 0.05 for the

anchored learnable control on every dataset.

4 Experiments
Our experiments answer five linked questions:RQ1whether multimodal evidence usefulness varies

across interactions and fixed fusion rules exhibit regime-dependent limitations; RQ2 whether

MAGNET is competitive under matched protocols, including non-Amazon, tail-item, and low-

history warm-start user settings; RQ3 whether structure-aware evidence preparation through

separate structural views is useful; RQ4 whether structured experts and modality-aware routing

outperform matched alternatives; and RQ5 whether the two-entropy schedule maintains broad

routing coverage during instance-level specialization without collapse.

4.1 Datasets and Preprocessing
We evaluate on four public Amazon review datasets—Baby, Sports, Clothing, and Electronics—and

on MicroLens-100K [19], a non-commerce short-video benchmark. The Amazon subsets vary

substantially in catalog size and density, while MicroLens-100K extends the evaluation to a short-

video domain with a distinct interaction distribution and content regime.

For Amazon, we use the public MMRec data package, including fixed interactions, 4,096-

dimensional CNN visual features and 384-dimensional Sentence-Transformer textual features.
1

For MicroLens-100K, we use its public interaction file and extracted cover-image/title features

distributed through the MMRec-compatible release. Within each dataset, every baseline and

MAGNET use the same interaction split and feature tensors. The source-specific diagnostic analysis

is therefore conditioned on this shared feature setting. Basic statistics are summarized in Table 2.

1
https://drive.google.com/drive/folders/13cBy1EA_saTUuXxVllKgtfci2A09jyaG
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Table 2. Statistics of the five evaluation datasets. All counts are computed before the fixed train/validation/test
split.

Dataset Domain Users Items Interactions Density Avg./user

Amazon Review domains
Baby E-commerce 19,445 7,050 160,792 0.1173% 8.27

Sports E-commerce 35,598 18,357 296,337 0.0453% 8.32

Clothing E-commerce 39,387 23,033 278,677 0.0307% 7.08

Electronics E-commerce 192,403 63,001 1,689,188 0.0139% 8.78

Non-Amazon benchmark
MicroLens-100K [19] Short video 100,000 19,738 719,405 0.0364% 7.19

We treat observed user–item interactions in R as positive implicit feedback. For the four Ama-

zon datasets, we directly use the processed interaction files released with MMRec, which satisfy

the requirement of at least four interactions per user; no additional user filtering is performed

during MAGNET data loading. For MicroLens-100K, preprocessing retains users with at least four

interactions. To avoid information leakage, all user-history-dependent constructions, including

modality-profile construction, the augmentation set Caug (𝑢), and induced edges E+, use only the

training history I𝑢 .
We retain the fixed 8:1:1 train/validation/test partition supplied by the shared preprocessing

pipeline without re-splitting. Every main-table method is trained using the same five optimization

seeds in matched repeated trials: 9, 672, 5368, 12784, and 2025. We report the arithmetic mean and

sample standard deviation (denominator 𝑛 − 1) across these matched runs.

4.2 Baselines and Implementation Sources
We compare MAGNET against competitive baselines that progressively incorporate multimodal

signals, from interaction-only collaborative filtering, through dual-graph/structure-learning multi-

modal methods, to recent contrastive/self-supervised multimodal models:

• Interaction-only recommenders: BPR [23], LightGCN [9].

• Graph-structure and fusion-based multimodal recommenders: LATTICE [42], FREE-

DOM [44], and COHESION [36].

• Contrastive and self-supervised multimodal recommenders: MGCN [41], GUME [13],

SOIL [26], SMORE [20], MIG-GT [10], MENTOR [38], CMDL [14], and ITCoHD-MRec [7].

The Amazon experiments include all listed methods with compatible implementations and feature

inputs. For MicroLens-100K, we evaluate LightGCN, MMGCN [33], GRCN [32], BM3 [45], FREE-

DOM, GUME, and MGCN under the same dataset-level protocol. We use official implementations

when available and verified re-implementations otherwise. All baselines retain their method-native

objectives.

A VI-MMRec-style filtered overlay [37] is evaluated as a structural-augmentation control in

Section 4.8.

Validation-selected hyperparameters follow the early-stopping rule in Section 4.3, while glob-

ally shared design settings are fixed as summarized in Table 3. Code sources, dataset-specific

configurations, and reproduction status are documented with the released implementation.

The released repository provides the MAGNET implementation, graph-construction pipeline,

dataset configurations, repeated-run scripts, evaluation utilities, and a reproduction manifest.

ACM Trans. Inf. Syst.
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4.3 Training and Evaluation Protocol
4.3.1 Training Setup and Reproducibility. The dataset-level preprocessing, fixed split, shared fea-

tures, and repeated-seed design are defined once in Section 4.1. Unless otherwise stated, diagnostic

analyses use seed 9, one of the five prespecified repeated-run seeds. Statistical tests are reported

only for repeated-run comparisons in the main tables.

We retain each baseline’s official training objective and method-specific sampling strategy; for

example, BM3 uses its native bootstrap/self-supervised objective rather than pairwise negative

sampling. MAGNET and the BPR-style controls use mini-batches of 1024 with uniform 1:1 positive-

to-negative sampling. We use Adam for optimization and apply early stopping on the validation

set with a patience of 5 and a maximum of 200 epochs. For each run, the checkpoint is selected by

the best validation performance (by default, NDCG@20).

Schedule variables 𝑡 , 𝑇 , 𝑇exp, and𝑊 are measured in optimizer updates, whereas 𝑇max denotes

the maximum epoch budget.

4.3.2 Evaluation Protocol. We evaluate all methods with Recall@𝑁 and NDCG@𝑁 , where 𝑁 ∈
{10, 20}, using full-sort ranking over the complete item catalog. For each user, items observed

in the training history are masked before ranking; the held-out validation or test items provide

the relevant set for that split. During test evaluation we do not additionally mask the held-out

validation item, so it remains an ordinary non-relevant candidate under the same protocol for every

method. Scores are computed in item chunks only to control memory use, which does not alter

the candidate set or ranking. This protocol is shared by every method within a dataset. Section

4.5 defines the separate full-sort candidate set used for diagnostic stratification. Unless otherwise

specified, we use validation NDCG@20 for checkpoint selection and report test Recall@20 and

NDCG@20 as the primary metrics.

4.3.3 Hardware and Measurement. All experiments are conducted on a single NVIDIA RTX 4090

GPU with 24GB memory, using a machine equipped with a 16-core Intel Xeon(R) Platinum 8358P

CPU and 120GB RAM. Training time is measured as wall-clock seconds per epoch, averaged over the

training trajectory after a short warm-up to avoid one-time initialization effects. Peak GPU memory

is reported as the maximum allocated GPU memory observed during training. These wall-clock

measurements exclude one-time feature extraction and graph construction or materialization.

4.4 Hyperparameter Configuration
Table 3 separates shared design settings from validation-tuned optimization parameters. We use

one common architecture and one shared set of template, routing, and graph settings across all five

datasets. The four routing coefficients share the fixed ratio below, so routing strength is controlled

through the scalar 𝜆𝑟 .

The four routing coefficients are parameterized by one global strength:

(𝜆exp, 𝜆cov, 𝜆MI, 𝜆guard) = 𝜆𝑟 (1, 6, 6, 2), (23)

where the shared ratio emphasizes coverage promotion and coverage-preserving specialization over

the transient exploration term. We use 𝜆𝑟 = 0.30 as a single shared operating point for every dataset

and repeated run, without test-metric selection or per-dataset retuning. The transient exploration

window is 𝑇exp = ⌊0.05𝑇 ⌋; Section 4.14 examines the shared routing setting.

ACM Trans. Inf. Syst.
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Table 3. Hyperparameter organization and final settings. Shared design values are used on all five datasets;
standard optimizer controls are selected only on validation data.

Group Hyperparameters Search/status Final setting

Architecture 𝑑, 𝐿, 𝐸, 𝐾 shared 64, 2, 9, 4

Canonical templates 𝛼, 𝛽, 𝛿, 𝜉 shared 0.6, 0.2, 0.5, 0.10

Graph expansion 𝑘, 𝑟 (neighbor size, retention budget) shared 20, 200

Stage trigger (𝐻 ∗,𝑊 ) shared 0.90, 4

Transient exploration weighting 𝑇exp shared ⌊0.05𝑇 ⌋ updates
Routing objective 𝜆𝑟 {0.05, 0.10, 0.20, 0.30, 0.40} (shared search) 0.30
Routing ratios 𝜆exp : 𝜆cov : 𝜆MI : 𝜆guard shared 1 : 6 : 6 : 2

Anchored-template prior 𝜆anchor anchored control only 0.05

Optimization 𝜂, 𝑝𝑑 , 𝜆 standard validation tuning 10
−3, 0.2, 2×10

−5

View contrast 𝜏, 𝜆ctr shared 0.5, 0.01

Training batch, negatives, patience shared 1024, 1:1, 5

Diagnostic only 𝜏probe, 𝜅 shared preset 0.10, 0.45

4.5 Motivating Diagnostic Protocol
All diagnostic results in Figure 1(b–c) use seed 9 and the fixed test split. Figure 1 uses three diagnostic

probes trained independently of MAGNET, using only behavior (𝐵), appearance (𝐴), or semantics

(𝑆), respectively. The probes share the same hidden dimension, pairwise ranking objective, scoring

head, optimizer family, and candidate protocol; they differ only in the input source. For every

held-out positive interaction (𝑢, 𝑖), all probes rank the target within the same full-sort diagnostic

candidate set Cdiag (𝑢) = I \ I𝑢 , i.e., the complete item catalog after masking the training-only

history. No sampled negatives or popularity restriction are used. During test evaluation, the held-out

validation item remains an ordinary non-relevant candidate in this diagnostic candidate set under

the evaluation convention above. We convert each target rank to a normalized retrieval utility:

𝑞𝑚 (𝑢, 𝑖) = 1 − rank𝑚 (𝑖) − 1

|Cdiag (𝑢) | − 1

, 𝑚 ∈ {𝐵,𝐴, 𝑆}, (24)

and normalize the three utilities into source shares 𝑝𝑚 (𝑢, 𝑖) with a fixed-temperature softmax using

𝜏probe=0.10. We use a shared preset dominance threshold 𝜅=0.45 across all datasets. An interaction

is assigned to source𝑚 when 𝑝𝑚 is the largest share and exceeds 𝜅; otherwise it is assigned to the

Mixed regime. “Mixed” identifies interactions without a clearly dominant probe and need not entail

rank disagreement.

To test whether one fixed fusion rule suffices, we independently train four capacity-matched mod-

els with fixed source coefficients:𝐵-heavy (0.6, 0.2, 0.2),𝐴-heavy (0.2, 0.6, 0.2), 𝑆-heavy (0.2, 0.2, 0.6),
and Balanced (1/3, 1/3, 1/3). For Figure 1(c), we aggregate diagnostic interactions at the interaction
level across all five datasets. LetD𝑑,𝑟 denote the test interactions from dataset 𝑑 assigned to regime

𝑟 . For fixed fusion rule 𝑗 , we compute

𝑠𝑟,𝑗 =

∑︁
𝑑

∑︁
(𝑢,𝑖 ) ∈D𝑑,𝑟

NDCG@20𝑗 (𝑢, 𝑖)∑︁
𝑑 |D𝑑,𝑟 |

. (25)

Figure 1(c) reports the row-normalized score˜︁𝑠𝑟, 𝑗 = 100 𝑠𝑟, 𝑗/max𝑗 ′ 𝑠𝑟, 𝑗 ′ . Thus, 100 identifies the best

fixed rule within a stratum, whereas 92.4 means that the corresponding rule attains 92.4% of that

stratum’s best score. Across strata, the winning rule changes, yielding the crossover pattern in

Figure 1(c). Probe assignments are used only to form post-hoc diagnostic strata; MAGNET and the

fixed-fusion controls are trained and evaluated independently. All strategies use the same diagnostic

candidate set.We additionally examine𝜅 ∈ {0.40, 0.45, 0.50}. Pairwise Spearman correlations among

the 20-dimensional vectors of unrounded dataset-by-stratum proportions are 0.977, 0.970, and 0.944
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Table 4. Amazon results over five matched seeds on one fixed split (mean ± sample standard deviation).
Pale coral, blue, and green backgrounds mark the first-, second-, and third-ranked values; boldface marks
the overall best, and underlining marks the strongest non-MAGNET result. ∗𝑝 < 0.05 and ∗∗𝑝 < 0.01 under
two-sided one-sample 𝑡-tests of five seed-wise performance differences (𝑛 = 5, 𝑑 𝑓 = 4), without family-wise
correction.

Method
Baby Sports

R@10 R@20 N@10 N@20 R@10 R@20 N@10 N@20

General recommender baselines
BPR 0.0357±0.0025 0.0575±0.0027 0.0192±0.0012 0.0249±0.0012 0.0432±0.0025 0.0653±0.0026 0.0241±0.0015 0.0298±0.0018

LightGCN 0.0478±0.0021 0.0753±0.0024 0.0257±0.0013 0.0328±0.0015 0.0569±0.0026 0.0863±0.0027 0.0311±0.0011 0.0387±0.0013

Multimodal recommender baselines
LATTICE 0.0533±0.0031 0.0853±0.0034 0.0285±0.0015 0.0368±0.0017 0.0618±0.0037 0.0949±0.0037 0.0337±0.0018 0.0422±0.0019

FREEDOM 0.0627±0.0016 0.0992±0.0017 0.0330±0.0008 0.0424±0.0010 0.0714±0.0021 0.1086±0.0023 0.0384±0.0014 0.0479±0.0015

MGCN 0.0621±0.0024 0.0966±0.0025 0.0340±0.0013 0.0428±0.0015 0.0729±0.0026 0.1107±0.0030 0.0397±0.0015 0.0496±0.0017

GUME 0.0674±0.0016 0.1045±0.0018 0.0366±0.0009 0.0462±0.0010 0.0775±0.0014 0.1160±0.0016 0.0425±0.0009 0.0525±0.0011

SOIL 0.0680±0.0019 0.1027±0.0022 0.0364±0.0011 0.0454±0.0011 0.0786±0.0025 0.1156±0.0025 0.0435±0.0013 0.0530±0.0014

SMORE 0.0679±0.0027 0.1034±0.0028 0.0364±0.0014 0.0456±0.0015 0.0759±0.0024 0.1139±0.0026 0.0407±0.0014 0.0504±0.0015

MIG-GT 0.0667±0.0023 0.1025±0.0027 0.0363±0.0012 0.0453±0.0015 0.0753±0.0026 0.1128±0.0029 0.0414±0.0013 0.0511±0.0015

MENTOR 0.0676±0.0018 0.1044±0.0019 0.0361±0.0007 0.0449±0.0008 0.0764±0.0024 0.1138±0.0027 0.0410±0.0013 0.0511±0.0013

CMDL 0.0650±0.0023 0.0913±0.0027 0.0314±0.0012 0.0393±0.0013 0.0726±0.0025 0.1097±0.0027 0.0391±0.0013 0.0471±0.0014

ITCoHD-MRec 0.0668±0.0023 0.1016±0.0025 0.0361±0.0011 0.0452±0.0012 0.0734±0.0023 0.1103±0.0027 0.0398±0.0011 0.0492±0.0013

COHESION 0.0681±0.0023 0.1052±0.0026 0.0364±0.0012 0.0453±0.0014 0.0757±0.0028 0.1135±0.0029 0.0409±0.0016 0.0502±0.0018

MAGNET variants
MAGNET-SV 0.0698±0.0016 0.1068±0.0018 0.0375±0.0010 0.0475±0.0011 0.0817±0.0020 0.1175±0.0021 0.0449±0.0009 0.0548±0.0010

MAGNET-DV 0.0708* ±0.0015 0.1086* ±0.0018 0.0376* ±0.0008 0.0481** ±0.0009 0.0808
* ±0.0017 0.1188** ±0.0018 0.0455** ±0.0011 0.0554** ±0.0012

Method
Clothing Electronics

R@10 R@20 N@10 N@20 R@10 R@20 N@10 N@20

General recommender baselines
BPR 0.0206±0.0013 0.0304±0.0014 0.0114±0.0008 0.0139±0.0009 0.0347±0.0019 0.0518±0.0025 0.0197±0.0009 0.0238±0.0012

LightGCN 0.0360±0.0020 0.0543±0.0020 0.0197±0.0009 0.0242±0.0010 0.0362±0.0026 0.0538±0.0027 0.0203±0.0015 0.0249±0.0017

Multimodal recommender baselines
LATTICE 0.0459±0.0029 0.0703±0.0031 0.0254±0.0014 0.0306±0.0017 0.0410±0.0035 0.0619±0.0039 0.0231±0.0015 0.0285±0.0017

FREEDOM 0.0629±0.0024 0.0940±0.0029 0.0341±0.0014 0.0420±0.0017 0.0382±0.0029 0.0589±0.0032 0.0209±0.0017 0.0262±0.0019

MGCN 0.0642±0.0020 0.0946±0.0022 0.0347±0.0012 0.0428±0.0013 0.0441±0.0024 0.0648±0.0026 0.0245±0.0011 0.0302±0.0013

GUME 0.0702±0.0018 0.1022±0.0020 0.0383±0.0010 0.0465±0.0012 0.0460±0.0022 0.0681±0.0022 0.0254±0.0012 0.0311±0.0014

SOIL 0.0688±0.0026 0.0999±0.0030 0.0378±0.0012 0.0457±0.0014 0.0455±0.0025 0.0677±0.0029 0.0250±0.0011 0.0305±0.0012

SMORE 0.0659±0.0029 0.0986±0.0032 0.0360±0.0016 0.0443±0.0019 0.0433±0.0022 0.0648±0.0024 0.0239±0.0013 0.0295±0.0015

MIG-GT 0.0635±0.0024 0.0931±0.0029 0.0346±0.0013 0.0422±0.0016 0.0431±0.0024 0.0643±0.0028 0.0241±0.0013 0.0297±0.0015

MENTOR 0.0667±0.0023 0.0989±0.0024 0.0359±0.0011 0.0440±0.0012 0.0438±0.0031 0.0655±0.0034 0.0244±0.0013 0.0300±0.0015

CMDL 0.0535±0.0027 0.0759±0.0028 0.0276±0.0013 0.0368±0.0015 0.0338±0.0023 0.0569±0.0025 0.0214±0.0011 0.0260±0.0012

ITCoHD-MRec 0.0567±0.0021 0.0838±0.0025 0.0313±0.0011 0.0382±0.0013 0.0426±0.0020 0.0636±0.0023 0.0237±0.0011 0.0292±0.0011

COHESION 0.0660±0.0023 0.0984±0.0025 0.0360±0.0013 0.0438±0.0014 0.0445±0.0027 0.0664±0.0029 0.0247±0.0016 0.0306±0.0017

MAGNET variants
MAGNET-SV 0.0710±0.0018 0.1038±0.0021 0.0404±0.0011 0.0490±0.0011 0.0465±0.0021 0.0700±0.0021 0.0268±0.0009 0.0330±0.0010

MAGNET-DV 0.0741** ±0.0015 0.1072** ±0.0017 0.0405** ±0.0009 0.0499** ±0.0011 0.0482* ±0.0017 0.0719** ±0.0019 0.0269* ±0.0011 0.0331* ±0.0011

for 0.40 vs. 0.45, 0.45 vs. 0.50, and 0.40 vs. 0.50, respectively. The identity of the four row-wise

winning rules is unchanged.

4.6 Overall Performance
Tables 4 and 5 report the primary results on four Amazon domains and the non-Amazon MicroLens-

100K benchmark. MAGNET-DV is the default model selected on validation data.

Comparison scope and statistical testing. We apply a two-sided one-sample 𝑡-test to the five

seed-wise performance differences between MAGNET-DV and the underlined strongest observed

protocol-compatible non-MAGNET baseline in each cell (𝑛 = 5, 𝑑 𝑓 = 4), with
∗𝑝 < 0.05 and

∗∗𝑝 < 0.01, without family-wise correction. These tests condition on the official fixed split and
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Table 5. MicroLens-100K results over five matched seeds on one fixed split (mean ± sample standard

deviation). Ranking and significance conventions follow Table 4.

Method R@20 N@20

LightGCN 0.0584±0.0028 0.0372±0.0014

MMGCN 0.0706±0.0034 0.0391±0.0019

GRCN 0.1058±0.0018 0.0449±0.0012

BM3 0.0981±0.0031 0.0406±0.0016

FREEDOM 0.1024±0.0025 0.0436±0.0010

GUME 0.1087±0.0027 0.0465±0.0015

MGCN 0.1103±0.0029 0.0471±0.0014

MAGNET-SV 0.1162±0.0021 0.0501±0.0011

MAGNET-DV 0.1194** ±0.0019 0.0522** ±0.0012

quantify optimization variability rather than split-to-split uncertainty. The cell-wise markers in

Tables 4 and 5 report these comparisons.

– Overall performance. Across the five datasets, MAGNET-DV exceeds the strongest reproduced

protocol-compatible non-MAGNET baseline in every reported main-table cell. These seed-wise

difference tests support the cell-wise differences at 𝑝 < 0.05 or 𝑝 < 0.01, as marked in Tables 4

and 5.

– Cross-domain performance. MicroLens differs from the Amazon domains in content type,

interaction distribution, and recommendation context. Under its compatible comparison set,

MAGNET’s short-video result provides evidence beyond product images and descriptions.

– Comparison with strong contrastive multimodal methods. Among the compared ap-

proaches, contrastive-learning baselines are consistently strong, especially on Clothing and

Electronics. MAGNET retains its empirical advantage against strong contrastive-learning base-

lines.

– Dual-view versus single-view. Dual-view provides the stronger overall default across the

reported cells, whereas single-view can remain close or slightly stronger on an isolated metric.

These results suggest that structural augmentation is useful when content-induced connectivity

is reliable.

Cross-model differences in Tables 4 and 5 do not identify individual component contributions;

Secs. 4.8 to 4.10 provide matched controls for structure, components, and expert design. The

MicroLens comparison uses the protocol-compatible methods listed in Section 4.2.

4.7 Tail-Item and Low-History User Performance
We compute buckets from the training split only, preventing validation or test interactions from

affecting membership. Items are sorted by training interaction count (ties are broken by item

identifier), and the bottom 20% of items form the tail set. Users are sorted analogously by training-

history length to define the bottom-20% cold-user set. Here, “cold-user” denotes a low-history

warm-start subset defined from the training split, rather than a zero-interaction cold-start setting.

Tail-item Recall@20 is computed over test instances whose held-out target belongs to the tail set;

cold-user NDCG@20 is computed over test instances belonging to cold users. We report the four

non-MAGNET baselines reproduced across both the Amazon and MicroLens evaluations under the

shared protocol, providing a consistent comparator set across all five datasets.
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Table 6. Descriptive means over the five frozen main-table checkpoints. Tail items and cold users

are the bottom 20% by training-split item frequency and user-history length, respectively; no

significance claim is made. Best values are boldfaced.

Tail-item Recall@20

Method Baby Sports Clothing Electronics MicroLens

LightGCN .0417 .0495 .0309 .0307 .0347

FREEDOM .0629 .0706 .0616 .0353 .0695

MGCN .0642 .0733 .0631 .0406 .0748

GUME .0708 .0781 .0684 .0434 .0763

MAGNET-DV .0760 .0827 .0738 .0473 .0831

Cold-user NDCG@20

Method Baby Sports Clothing Electronics MicroLens

LightGCN .0274 .0321 .0196 .0208 .0305

FREEDOM .0358 .0404 .0351 .0221 .0361

MGCN .0363 .0418 .0359 .0252 .0392

GUME .0393 .0444 .0393 .0263 .0401

MAGNET-DV .0418 .0468 .0430 .0289 .0436

Eligible test instances (tail target / cold user): Baby 1,842/3,214; Sports 3,506/5,792; Clothing 3,221/6,087; Electronics 18,436/27,905;

MicroLens 9,618/16,742.

We evaluate the same five frozen checkpoints used in the main comparison, without bucket-

specific retraining or selection, and report their bucket-wise means as descriptive summaries;

formal significance claims remain confined to the full-test cell-wise comparisons in Tables 4 and 5.

As shown in Table 6, MAGNET achieves the highest descriptive mean within the reported

comparison set for both tail-item retrieval and cold-user (low-history) ranking. Eligible test counts

for every bucket are reported in the table footer.

4.8 Analysis of Content-Induced Structural Augmentation
Content-induced interactions can be introduced either as an overlay on one propagation graph or as

a separately encoded structural view. All rows below shareMAGNET’s calibrated expert bank, router,

recommendation and routing objectives, and checkpoint-selection protocol. Graph construction

and view encoding vary, and cross-view alignment is used only in the dual-view configuration.

We compare the observed graph alone, an unfiltered content overlay, a VI-MMRec-style filtered

overlay [37], and MAGNET’s jointly encoded dual view. The focused overlay diagnostic reports

Baby and Sports; the matched MAGNET-SV/DV comparison over all five benchmarks appears in

Tables 4 and 5.

For both overlay controls, candidates are collected from the union of the top-𝑘 visual and textual

neighbors of items in the training history, with 𝑘 = 20, excluding observed edges and removing

duplicates. The unfiltered overlay adds all candidate edges to a single propagation graph. The filtered
overlay ranks the same candidates by 𝑐𝑢,𝑗 in Equation (1) and retains at most 𝑟 = 200 candidates

per user. The dual-view configuration uses the same filtered edge set, but encodes the observed

and observed-plus-augmented graphs independently before fixed mean fusion.

Under single-graph encoding, the filtered overlay is numerically higher than the unfiltered

overlay in all four displayed cells. The dual-view variant is highest in three of the four cells, while

the filtered single-graph variant is marginally higher on Sports NDCG@20 (0.0553 versus 0.0552).
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Table 7. Structural-augmentation controls under a common MAGNET scoring architecture and

evaluation protocol. All rows use diagnostic seed 9; graph construction and view encoding vary,

with cross-view alignment applied only to the dual-view row. The comparison is descriptive and is

not used for significance testing.

Graph construction Encoding

Baby Sports

R@20 N@20 R@20 N@20

Observed graph only Single view .1067 .0476 .1181 .0549

Unfiltered overlay Single graph .1068 .0475 .1183 .0551

Filtered overlay [37] Single graph .1072 .0478 .1185 .0553

Joint observed/augmented Dual view .1090 .0483 .1186 .0552

Together with the five-seed MAGNET-SV/DV comparisons in Tables 4 and 5, these results support

the view that controlled structural augmentation can complement routing in the evaluated settings.

4.9 Component Ablation Study
To quantify the contribution of major components in MAGNET, we conduct an ablation study on

four datasets (Baby, Sports, Clothing, and Electronics).

Specifically, we consider the following variants, covering (i) view construction and cross-view

alignment, (ii) progressive-routing schedules and stage-specific regularizers, and (iii) expert design

choices (templates and MoE fusion):

• w/o Routing Regularizers: sets 𝜆𝑟 = 0, removing both stage-specific routing objectives while

keeping the dual-view backbone and MoE fusion unchanged.

• w/o Scale Calibration: feeds the three source representations directly to the templates without

the normalization in Equation (6).

• w/o View-contrastive: disables view-level alignment between the UI-view and UIG-view repre-

sentations, while keeping the dual-view backbone and MoE fusion intact.

• Fixed-step Switch: keeps the two-stage regularization design but replaces entropy-triggered

switching with a manually scheduled transition at 𝑡 =𝑇 /2.
• Coverage stage only: keeps the Stage 1 coverage-promoting routing objective throughout

training and disables the transition to Stage 2. It therefore never introduces instance-level

specialization.

• Instance sharpening from initialization: removes Stage 1, the coverage trigger, and the

coverage guard, and applies instance-entropy sharpening from the beginning of training. This

control tests whether specialization is stable without the initial coverage-promoting stage.

• Free mixtures: removes the shared Dom/Bal/Com template structure while retaining the same

nine expert branches, router, Top-𝐾 budget, backbone, and training protocol. Each expert inde-

pendently learns a three-way source mixture. This is the same model configuration reported as

free learnable mixtures in Table 9; this table reports seed 9, whereas Table 9 reports the five-seed

mean and sample standard deviation.

• w/o MoE Fusion: replaces the MoE module with a simple non-expert fusion head ({z, h𝐴, h𝑆 }),
eliminating sparse routing and expert specialization.
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Table 8. Ablation of major components (seed 9, same fixed split and protocol). Best values are boldfaced; ties
boldfaced jointly.

Method
Baby Sports Clothing Electronics

R@20 N@20 R@20 N@20 R@20 N@20 R@20 N@20

Routing schedule
w/o Routing Regularizers .1060 .0466 .1168 .0539 .1033 .0478 .0694 .0317

Fixed-step Switch .1078 .0477 .1180 .0548 .1060 .0494 .0714 .0328

Coverage stage only .1071 .0473 .1177 .0545 .1056 .0490 .0710 .0325

Instance sharpening from initialization .1048 .0458 .1158 .0529 .1021 .0470 .0686 .0311

Evidence preparation and auxiliary alignment
w/o Scale Calibration .1054 .0463 .1165 .0537 .1028 .0475 .0690 .0314

w/o View-contrastive .1080 .0479 .1185 .0552 .1071 .0498 .0720 .0331
Expert structure
Free mixtures .1061 .0473 .1174 .0538 .1040 .0488 .0702 .0318

w/o MoE Fusion .1039 .0453 .1150 .0525 .0999 .0459 .0675 .0304

MAGNET .1090 .0483 .1186 .0552 .1078 .0502 .0721 .0331

Four grouped findings summarize the same-seed ablations relative to full MAGNET:

– Routing schedule. All schedule controls remain below full MAGNET in the seed-9 diagnos-

tic, with the fixed-step switch generally providing the closest alternative. Applying instance

sharpening from initialization produces the largest degradation among the schedule controls.

The mechanism analyses in Secs. 4.13 and 4.14 further separate the roles of coverage-oriented

regularization, instance uncertainty, and the entropy-triggered transition.

– Expert structure. Replacing MoE with a single fusion head produces the largest overall ablation

gap, while free mixtures without the shared template structure also remain below full MAGNET.

Together with the matched comparison in Table 9, these controls support interaction-conditioned

composition within a semantically organized expert space.

– Evidence preparation. Removing scale calibration consistently lowers the displayed seed-9 re-

sults, consistent with calibration being important for preserving the intended triplet composition

when heterogeneous source representations have different numerical scales.

– Auxiliary alignment.Disabling view-contrastive learning produces the smallest overall ablation

gap and ties full MAGNET on Sports NDCG@20 and Electronics NDCG@20. This pattern is

consistent with view-level contrast serving as a lightweight auxiliary component rather than the

primary performance driver.

4.10 Structured Expert Design and Sensitivity
Before varying individual template controls, we compare the structured bank with matched alter-

natives. The comparison asks whether semantic structure is useful and whether fixed coefficients

provide a strong default relative to learnable alternatives.

All controls retain the same 𝐸=9 expert branches, Top-𝐾 budget, router architecture, and expert-

head capacity.Homogeneous experts retain the same nine branches and independently parameterized

2𝑑→𝑑→1 scalar heads as the structured bank; the only change is that every branch receives the

uniform source triplet (1/3, 1/3, 1/3). Free learnable mixtures optimize an independent three-way

softmax for each branch without semantic anchors or a KL prior; anchored learnable templates use
the parameterization and KL anchor in Section 3.3; and fixed structured templates use the canonical
bank throughout training. The behavior-only router zero-masks the appearance and semantic query
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slots while retaining the same 6𝑑→𝐸 gate and structured bank. Learnable coefficient variants add

3𝐸 scalar logits; all other branch, router, and expert-head capacities are matched.

Table 9. Expert and router controls matched in branch count, Top-𝐾 budget, router architecture,

and expert-head capacity on five datasets (NDCG@20; mean ± sample standard deviation over five

matched seeds).

Design Baby Sports Clothing Electronics MicroLens

Expert/router structure
Homogeneous experts .0459±.0015 .0532±.0015 .0463±.0016 .0315±.0013 .0486±.0019

Free learnable mixtures .0469±.0012 .0541±.0016 .0481±.0013 .0320±.0015 .0508±.0015

Structured experts + behavior-only

router

.0471±.0012 .0546±.0010 .0485±.0012 .0322±.0010 .0513±.0014

Template parameterization
Anchored learnable templates .0477±.0009 .0552±.0012 .0495±.0013 .0328±.0012 .0525±.0013

Fixed structured templates .0481±.0009 .0554±.0012 .0499±.0011 .0331±.0011 .0522±.0012

Note. “Anchored learnable” optimizes template coefficients with the KL anchor in Section 3.3. “Free learnable mixtures” is the same model

configuration as “Free mixtures” in Table 8: Table 8 reports seed 9, whereas this table reports mean ± sample standard deviation over five

matched seeds.

Table 9 shows that fixed templates have higher reported means on the four Amazon domains,

while the anchored variant holds a small numerical edge on MicroLens. Across domains, both

structured variants achieve higher five-seed mean NDCG@20 than homogeneous and free mixtures

on all five datasets, supporting a compact structured coverage basis in the evaluated settings. The

behavior-only router also trails the all-source router, supporting the use of content evidence in

interaction-conditioned routing.

Following the expert-template instantiation in Section 3.3, we treat (𝛼, 𝛽, 𝛿) as triplet-template
controls. They are shared at the type level and fixed during training. Specifically, 𝛼 adjusts anchor

strength in dominant-type experts, 𝛽 adjusts anchor bias in balanced-type experts, and 𝛿 allocates

mass between the two auxiliary sources in complementary-type experts. These meanings are

defined in the canonical order [anchor, aux1, aux2] and are therefore valid for all three anchor

groups.

We examine one template control at a time in independently evaluated one-dimensional diag-

nostic sweeps, while keeping the other controls at their default settings, and report R@10, R@20,

and N@20. To emphasize response shape rather than absolute differences across independently

executed sweeps, each metric is normalized to the evaluated default point within its own sweep.

Family composition and sparse activation are studied separately in Section 4.11.

As shown in Figure 3, we make the following observations:

– Stable shared operating region. Around the evaluated defaults, the within-sweep responses

generally change gradually across all four datasets. More extreme settings can incur larger

declines—most visibly on Electronics—so the figure supports a broad common operating region

rather than uniform insensitivity over the entire sweep.

– Distinct template roles. The dominant strength 𝛼 shows a mild mid-range preference, while

the balanced bias 𝛽 remains stable over small-to-moderate values. The auxiliary allocation 𝛿 is

more dataset dependent, consistent with domain-specific complementary evidence.

– Lightweight adaptation. The evaluated defaults lie within broad stable regions; when moving

beyond the Amazon domains, a validation-only one-dimensional sweep provides a lightweight

check of the template controls.
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Fig. 3. Independent seed-9 diagnostic sweeps of MAGNET-DV over the triplet-template controls (𝛼, 𝛽, 𝛿).
Markers report evaluated grid points, with connecting segments included only as visual guides. Within each
one-dimensional sweep, every metric is normalized to that sweep’s evaluated default setting; hollow markers
identify the corresponding default points (0.6, 0.2, 0.5). R@10, R@20, and N@20 occupy separate lanes with a
common relative-change scale.

4.11 Family Composition and Sparse Activation
We study expert-family composition and the number of activated experts 𝐾 (Top-𝐾 routing). This

study complements the template controls by examining how expert-family composition and sparse-

activation level jointly affect performance. (Here, Top-𝐾 denotes the number of activated experts

in MoE routing; the 𝑁 in R@𝑁 /N@𝑁 is the evaluation cutoff.)

Experimental setup.Wevisualize𝑁@20 in Figure 4 as a compact summary of the two-dimensional

control. We sweep 𝐾 ∈ {1, 2, 3, 4, 5, 6} (shown as K1–K6), and invalid configurations with 𝐾 > 𝐸

are marked as “–”.

We vary the expert-family composition with 𝐸 ≤ 9. Since each template family (Dom/Bal/Com)

instantiates one expert per evidence-source group (three groups in total) following Section 3.3.2, a

single family yields 𝐸=3 experts, any two families yield 𝐸=6, and the full set yields 𝐸=9. Accordingly,
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Fig. 4. Fixed-seed (seed 9) family-composition and Top-𝐾 diagnostic sweep (NDCG@20). E1–E5 denote Bal,
Bal+Dom, Bal+Com, Dom+Com, and the full Dom+Bal+Com bank; K1–K6 denote the number of activated
experts. Gray cells marked “–” are infeasible settings with 𝐾 > 𝐸. Color intensity is normalized within each
dataset and is not comparable across datasets; exact values are printed in every valid cell. E5/K4 matches the
default architecture; all cells report fixed-seed NDCG@20 and are separate from the five-seed means in Table
4. Bold values mark the numerical maximum within each displayed sweep; ties are boldfaced jointly.

the x-axis labels E1–E5 in Figure 4 correspond to five fixed compositions: Bal-only (𝐸=3), Bal+Dom

(𝐸=6), Bal+Com (𝐸=6), Dom+Com (𝐸=6), and Full (Bal+Dom+Com, 𝐸=9).

Unless specified, we keep the full MAGNET training protocol unchanged and vary only family

composition and Top-𝐾 activation. Results are shown in Figure 4; we obtain the following findings:

– The full bank remains near-best in the joint family-count/Top-𝐾 diagnostic. The Full
setting (E5, 𝐸=9) remains near-best across datasets in the favorable 𝐾 region. Table 9 provides

the capacity-matched structured-versus-unstructured comparison.

– Including Bal improves robustness under partial compositions. Among the 𝐸=6 settings,

combinations that include Bal (E2/E3) are generally more stable than Dom+Com (E4), suggesting

that balancing-type experts help avoid brittle routing when capacity is limited.

– Top-𝐾 is stable over a moderate-sparsity plateau. For most configurations with 𝐸 ≥ 6,

performance improves from small 𝐾 values and remains strong over a broad K3–K5 plateau. We

therefore use 𝐾=4 as the shared default near the center of this stable region.

4.12 Routing Analysis of the Nine-Expert Pool
We report routing statistics for the default 𝐸=9, 𝐾=4 configuration, using the seed-9 MAGNET-DV

checkpoint under the same evaluation split as the main results. For each interaction, the router

produces a dense distribution 𝝅𝑢𝑖 before Top-𝐾 sparsification. The statistics below use this dense

distribution and aggregate it over the evaluation split; the training-time switch in Section 3.4 instead

evaluates the dense mini-batch mean at each optimization step and uses a𝑊 -step persistence

counter. Let 𝝅̄ denote the resulting dataset-level mean:

𝝅̄ = E(𝑢,𝑖 )∼D
eval
[𝝅𝑢𝑖 ] ,

𝐸∑︁
𝑒=1

𝜋𝑒 = 1. (26)
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Fig. 5. Fixed-seed (seed 9) routing diagnostics under the default 9-expert configuration. (a) Dense pre-Top-𝐾
routing mass over the full expert pool, with background sectors and the right inset summarizing cross-
dataset mean routing shares; (b) anchor-group routing-mass shares and effective support; (c) expert-family
composition and diversity, where Div is computed from the normalized entropy of the full nine-expert mean
routing distribution in Equation (27), while the three aggregated family shares are shown separately; and (d)
Regime-conditioned anchor-group routing mass. For each Amazon domain and probe-defined regime, anchor-
group mass is averaged over the corresponding diagnostic interactions; the figure reports the arithmetic
mean of the four domain-level values. The legend follows the order B, A, S. Anchor-group mass is the summed
routing mass over experts sharing the same anchor label.

We summarize coverage with the effective expert count 𝑁eff and characterize concentration and

uniformity with HHI and Div:

𝐻 (𝝅̄) = −
𝐸∑︁
𝑒=1

𝜋𝑒 log𝜋𝑒 , 𝑁eff = exp

(︁
𝐻 (𝝅̄)

)︁
,

HHI(𝝅̄) =
𝐸∑︁
𝑒=1

𝜋2

𝑒 , Div(𝝅̄) = 𝐻 (𝝅̄)
log𝐸

∈ [0, 1] .
(27)

Here, HHI increases with concentration, whereas Div increases with uniformity. Anchor-group

and family shares summarize routing allocation over their corresponding labeled expert groups.

– Broad routing-mass coverage. Figure 5(a)–(c) show low concentration and broad effective

support in the dense routing distribution, with no single expert or family monopolizing the

routed mass.
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– Structured domain variation.Anchor-group and family routing patterns vary coherently across

datasets: Baby is more behavior-anchored and balanced, Sports uses complementary fusion more

heavily, Clothing has the broadest expert diversity, and Electronics is more semantics-leaning

and selective. These differences illustrate domain-dependent operation within one shared expert

bank.

– Regime–anchor label alignment. The regime-conditioned analysis below connects these

dataset-level patterns to individual interactions by comparing probe-defined evidence regimes

with routed anchor mass.

Regime-conditioned routing. We reuse the independent assignments from Section 4.5 as post-hoc

strata and summarize MAGNET’s anchor-group routing mass over the diagnostic interactions from

the four Amazon domains within each stratum. As shown in Figure 5(d), interactions in the behavior-

, appearance-, and semantics-evidence regimes place the largest mass on the correspondingly

anchored group, whereas Mixed interactions retain a flatter allocation. This agreement describes

alignment between probe-defined regimes and expert-group anchor labels.

The alignment is retained throughout the preset robustness range 𝜅 ∈ {0.40, 0.45, 0.50}: each
source-specific evidence stratum preserves its matching anchor as the largest group, with a maxi-

mum pairwise cell deviation of 0.024.

4.13 Entropy-Triggered Routing Stage Analysis
We analyze the two entropy statistics using a fixed-seed (seed 9) diagnostic trajectory on Electronics,

the largest Amazon domain, together with the dense routing distribution before Top-𝐾 truncation.

Stage 2 begins only when the population-level coverage condition 𝐻cov ≥ 𝐻 ∗ persists for𝑊 steps.

Mechanism dynamics on a representative dataset. For a batch of dense routing distributions, we

define three normalized diagnostics:

𝐶conc =
1

|B|
∑︁
(𝑢,𝑖 ) ∈B

∑︁
𝑒 𝜋

2

𝑢𝑖,𝑒 − 1/𝐸
1 − 1/𝐸 ,

𝑀3 =
1

|B|
∑︁
(𝑢,𝑖 ) ∈B

∑︁
𝑒∈Top3(𝝅𝑢𝑖 )

𝜋𝑢𝑖,𝑒 , 𝐿max = max

𝑒

1

|B|
∑︁
(𝑢,𝑖 ) ∈B

𝜋𝑢𝑖,𝑒 .

(28)

Here 𝐶conc ranges from zero for uniform assignments to one for one-hot assignments, 𝑀3 is the

Top-3 routing mass, and 𝐿max is the maximum population routing mass assigned to any expert. All

three summarize the dense pre-Top-𝐾 routing probabilities; stage switching remains governed by

𝐻cov in Equation (18).

Figure 6 provides a descriptive view of the transition on Electronics. Panel (a) tracks𝐶conc around

the coverage-triggered switch. Panel (b) compares (𝐶conc, 𝑀3, 𝐿max) under five schedule controls:
a fixed-step switch that replaces the coverage trigger by 𝑡 = 𝑇 /2 while retaining the complete

stage objectives and transient Stage 1 exploration weighting; a hard fixed-step two-stage schedule

that also switches at 𝑡 =𝑇 /2 but omits the transient Stage 1 exploration weighting; a single-stage

entropy-regularized control that minimizes 𝜆cov (1−𝐻cov) +𝜆MI𝐻inst throughout training without an

explicit stage switch; an entropy-triggered two-stage schedule with fixed stage-specific objectives

but no transient Stage 1 exploration weighting; and full MAGNET with the complete coverage

trigger, transient Stage 1 exploration weighting, and coverage guard.

Panel (c) summarizes the two-stage objective, and panel (d) shows mean instance uncertainty

falling as the Top-1/Top-2 margin rises. The trajectories show broad routing-mass coverage in

Stage 1 and sharper routing with maintained population-level coverage in Stage 2; Table 10 reports

the corresponding entropy-statistic controls.
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Fig. 6. Fixed-seed (seed 9) entropy-triggered routing mechanism on Electronics. (a) Normalized
routing concentration in an update-level window around the coverage-triggered switch. (b) Late-training
means of concentration, Top-3 mass, and maximum expert load over the final 10% of optimization updates
under the five schedule controls defined in the text. (c) Procedural view of the two-stage transition with
stage-specific routing objectives and the persistent coverage trigger. (d) Post-switch mean instance entropy
and mean Top-1/Top-2 dense-routing margin over training epochs.

4.14 Controls and Sensitivity of Entropy-Triggered Routing
Beyond the training trajectories, we test whether separating the two entropy statistics is empirically

beneficial and whether the shared trigger and routing strength occupy a stable operating region.

4.14.1 Coverage versus Instance Entropy. We compare four Stage 2 formulations while keeping

Stage 1, the coverage-based trigger, model capacity, and validation protocol unchanged. Unlike the

stage-removal controls in Table 8, all controls in Table 10 retain the two-stage schedule and the

one-way transition triggered by 𝐻cov. They differ only in the statistic and constraint used after the

transition.

Population-entropy proxy uses the population-level entropy 𝐻cov as a surrogate for local routing

confidence, minimizing 𝜆MI𝐻cov after the switch. Two-stage, instance entropy only instead mini-

mizes the appropriate per-instance uncertainty 𝜆MI𝐻inst, but provides no population-level diversity

objective. Two entropies, no coverage guard optimizes 𝜆MI (𝐻inst −𝐻cov), jointly encouraging local

decisiveness and global diversity. The full separated objective additionally retains the explicit

coverage-preservation term 𝜆guard (1 − 𝐻cov). The same coefficient magnitude 𝜆MI is reused in the

first three Stage 2 variants.
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Table 10. Stage 2 routing-statistic controls (seed 9; R@20/N@20). Stage 1, coverage trigger, capacity,

and validation protocol are shared across rows. Best values are boldfaced.

Routing statistic/objective

Baby Sports Clothing Electronics

R@20 N@20 R@20 N@20 R@20 N@20 R@20 N@20

Population entropy as confidence proxy .1054 .0463 .1160 .0535 .1030 .0475 .0690 .0312

Two-stage, instance entropy only .1073 .0475 .1179 .0548 .1058 .0491 .0713 .0326

Two entropies, no coverage guard .1081 .0479 .1184 .0551 .1070 .0498 .0720 .0332

Separated objective .1090 .0483 .1186 .0552 .1078 .0502 .0721 .0331

The controls form a progressive same-seed mechanism check. Treating population entropy as a

local confidence proxy produces the lowest performance across all eight displayed cells. Replacing

it with the appropriate per-instance entropy recovers a substantial portion of the gap. Introducing

the two-entropy objective further improves all eight cells over the instance-entropy-only control by

jointly encouraging local decisiveness and population-level diversity. Adding the explicit coverage

guard yields a small additional numerical gain in seven of the eight cells, with a marginal reversal

on Electronics NDCG@20 (0.0331 versus 0.0332).

The progression indicates that separating population coverage from instance uncertainty con-

tributes more strongly than the final coverage-guard adjustment, whose effect is small and not

uniformly positive across the displayed metrics. With expert capacity, the coverage-based trigger,

optimization seed, and recommendation objective held constant, the rows compare Stage 2 routing

formulations directly. The entropy trigger is a data-dependent training control that replaces a

manually specified transition step with a coverage-based criterion, yielding modest improvements

over the fixed-step alternative across all four Amazon datasets in the seed-9 comparison of Table 8.

4.14.2 Sensitivity to (𝐻 ∗,𝑊 ). The heatmaps in Figure 7 show mild degradation at extreme entropy

thresholds or persistence windows. Because the same globally fixed configuration is evaluated on

the four Amazon datasets in this sweep, the repeated red outline marks the shared preset rather

than per-dataset optima; under within-domain normalization, it lies in a low-degradation region

for all four.

4.14.3 Sensitivity to Routing Regularization Strength 𝜆𝑟 . We evaluate a wider fixed-seed 𝜆𝑟 range

than the main-configuration search set. We vary 𝜆𝑟 over {0.01, 0.02, 0.05, 0.10, 0.15, 0.20, 0.30, 0.40,

0.60, 0.80} while holding the shared trigger and routing ratios fixed. The response curves in Figure

7 show under-regularization below 0.10, a broad plateau around 0.15–0.40, and mild regression

under excessive regularization. The shared setting 𝜆𝑟 = 0.30 lies within this stable region on all

four Amazon datasets in this sweep.

Together, the sweeps place the shared (𝐻 ∗,𝑊 , 𝜆𝑟 ) setting within stable regions for both transition
timing and routing strength.

4.15 Representation-Space Diagnostics
We next use a qualitative representation-space visualization to inspect local organization accom-

panying the aggregate routing patterns. Under matched plotting conventions, the panels show

category neighborhoods in the pre-fusion and MAGNET-derived representations and source/family

annotations of fused items. For each observed interaction, the dense router weights and expert
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Fig. 7. Independent seed-9 diagnostic sweeps of the entropy-triggered schedule on four Amazon datasets. The
top row reports the relative Recall@20 drop over (𝐻 ∗,𝑊 ) for each dataset, and the shared lower panel reports
the corresponding relative drop over 𝜆𝑟 . Each panel is normalized only within its own sweep, with relative
drop computed from the best evaluated point for that dataset. The repeated red outline marks the shared
preset (0.90, 4)—not four per-dataset optima—and (0.90, 4, 0.30) lies within the displayed stable regions.

templates yield effective B/A/S weights for fusing the calibrated source cues. We average the result-

ing representations over interactions involving each item and over each user’s training history;

dominant source and expert-family labels follow the largest corresponding mean routing masses.

Figure 8 visualizes local category neighborhoods and the descriptive association of expert

annotations with dominant evidence sources, expert families, and popularity. Because t-SNE is

nonlinear, we do not interpret apparent cross-panel separation as evidence that one representation

is superior. Within this qualitative scope, the panels retain broad category organization and show

source/family annotations distributed across multiple regions. This complements the aggregate

routing masses in Figure 5 without turning geometric proximity into a performance claim.

4.16 Efficiency
Message passing costs 𝑂 (𝐿 |E |𝑑) per view. The dense gate evaluates all 𝐸 routing logits, while

the expert-head computation scales with the activated expert count 𝐾 . Under identical hardware,

the dual-view model has the same trainable parameter count as MAGNET-SV because the two

graph views share all embeddings and trainable modules; the additional view is a non-parametric

sparse propagation path. It increases peak memory and time per epoch by 13.8% and 10.2% on Baby,

and by 10.5% and 6.4% on Electronics, respectively (Table 11). MAGNET-SV therefore remains the

resource-oriented fallback. The realized sparse graph is determined after candidate filtering and

edge deduplication within the per-user budget 𝑟 .

The additional structure is concentrated in lightweight expert transformations and sparse routing:

all nine branches share the evidence backbone, and only 𝐾 branches are active for an interaction.

This accounting provides the basis for the accuracy–complexity trade-off.
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Fig. 8. Qualitative t-SNE visualization on the Sports dataset using the seed-9 MAGNET-DV checkpoint under
matched plotting conventions. “Raw” and “fused” denote the pre-fusion andMAGNET-derived representations,
respectively. Item-level source and family annotations aggregate routing masses over observed training
interactions involving each item. LSGR denotes the Leisure Sports/Game Room category. Panels (c1)–(c2)
show fused items annotated by dominant evidence source and expert family, with marker size in (c2) encoding
training-set item popularity. Coordinate ticks are omitted because t-SNE axes have no cross-panel metric
meaning.

The selected-epoch column contextualizes per-epoch cost: DV selects an earlier checkpoint on

Electronics, partly offsetting its additional propagation time.

Table 11. Efficiency under the common hardware protocol. Time per epoch is averaged over the training
trajectory after a short warm-up; peak GPUmemory is the maximum allocated GPUmemory observed during
training. Relative time is normalized to SOIL within each dataset. Params denotes the number of trainable
scalar parameters (elements of tensors with requires_grad=True), reported in millions (10

6); frozen feature
tensors and non-trainable sparse graphs are excluded.

Dataset Method Params (M)↓ Per-epoch cost

Selected epoch

Peak memory (GB)↓ Time/epoch (s)↓ Rel. time

Baby
SOIL 2.0 2.44 1.49 1.00× 48

MAGNET-SV 2.1 3.11 1.67 1.12× 41

MAGNET-DV 2.1 3.54 1.84 1.23× 39

Electronics
SOIL 16.6 6.18 20.60 1.00× 82

MAGNET-SV 16.7 7.06 22.02 1.07× 80

MAGNET-DV 16.7 7.80 23.44 1.14× 69

4.17 Case Study
Construction and scope. The three illustrative examples span Bal, Com, and Dom routing patterns

and illustrate evidence–routing–outcome narratives complementary to the aggregate analysis

in Figure 5. For each case, the displayed heatmap is normalized to unit routing mass, and all
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Fig. 9. Qualitative case study spanning balanced, complementary, and dominant routing patterns. Each
column preserves the complete case narrative—recent interactions and target contrast, normalized routing
mass, source-level evidence, and ranking outcome—while the displayed routing summaries are computed
from the same 3 × 3 mass grid. GUME is used as the comparison baseline in all three examples. Heatmaps
show the dense pre-Top-𝐾 routing distribution; forward scoring subsequently applies Top-𝐾 selection and
renormalization as defined in Equation (15).

accompanying routing summaries are derived from that same 3 × 3 grid. The heatmap visualizes

the dense pre-Top-𝐾 routing distribution; forward scoring subsequently applies Top-𝐾 selection

and renormalization according to Equation (15).

Key takeaways. We read Figure 9 as a qualitative illustration of the routing logic:

– Balanced routing illustrates multi-source refinement. In the illustrated BALANCED pat-

tern, routing mass spreads across complementary sources: behavior anchors the user intent,

while attributes and visual cues provide mild refinement without over-committing to a single

cue.

– Complementary routing illustrates cross-source disambiguation. In the illustrated COM-
PLEMENTARY pattern, no single source is sufficient; cross-source cues jointly distinguish a

target from a near-miss.
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– Dominant routing illustrates source-focused discrimination. In the illustrated DOMI-
NANT pattern, a decisive attribute-level constraint drives a peaked routing distribution while

other signals play a supporting role.

The family names describe the prevailing routing pattern rather than mutually exclusive decision

rules: an interaction may retain nonzero mass in all three families.

5 Conclusion
The regime-dependent crossovers identified in Section 4.5 motivate interaction-conditioned fusion.

MAGNET addresses this heterogeneity through routing over a calibrated, semantically structured

fusion space. Dominant, balanced, and complementary experts make the covered fusion patterns

explicit, while population-level coverage gates the transition to per-instance specialization and

remains explicitly preserved thereafter. A separately encoded content-induced structural view

supports this routing space without overwriting observed collaborative topology.

Across four Amazon domains and the non-AmazonMicroLens-100K benchmark, cell-wise tests of

seed-wise performance differences support MAGNET’s gains over the strongest protocol-compatible

non-MAGNET baselines in the main comparisons, while MAGNET achieves the highest descriptive

means in the reported tail-item and low-history warm-start user evaluation. In matched expert

controls, both structured variants achieve higher five-seed mean NDCG@20 than homogeneous and

free-mixture alternatives on all five datasets; fixed templates provide a strong shared default on the

four Amazon domains, while the anchored variant holds a small numerical edge on MicroLens. On

the four Amazon domains, anchor-group routing is also descriptively consistent with independently

defined diagnostic evidence regimes. Together, these findings support a structural perspective on

multimodal fusion: the appropriate evidence mixture is interaction dependent, while structured

coverage provides a stronger empirical default than unconstrained flexibility in the evaluated

settings.

Limitations and future directions. While our empirical findings consistently support the proposed

framework, several boundaries should be noted. First, the conclusions condition on the shared pre-

extracted visual and textual feature package, and the Dom/Bal/Com families constitute a compact

coverage basis rather than an exhaustive taxonomy. Second, because user cues are pooled from the

complete training-only history, an observed training positive contributes 1/|I𝑢 | to its historical

profile; evaluating leave-one-out cue construction remains future work. Third, the reported seed-

wise difference tests quantify optimization-seed variability under a fixed interaction split rather

than split-to-split uncertainty, and the user-subgroup evaluation reflects a low-history warm-start

regime rather than zero-interaction cold start. Future work will explore end-to-end multimodal

fine-tuning, robust routing under missing or corrupted modalities, and broader non-commerce

recommendation scenarios.
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